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It might feel like we've been
here before, but frontier Al
has changed the landscape

Haider Pasha, Vice President and Chief Security
Officer for EMEA, Palo Alto Networks



As artificial intelligence (AI) adoption surges and organisations
move from the ‘should we?’ phase to the ‘how do we?’ phase,

it is natural to evaluate the likelihood of positive returns.

That has always been the case with the onset of each new
technology paradigm. C-suite executives, guided by their
boards and aided by technical and business teams, remain
keenly focused on traditional metrics: return on investment,
shareholder equity, competitive advantage, and customer
relationships.

This time, though, something is different. I recently visited

a major customer. My contact, a senior decision maker, gave
me a pointed piece of advice about how to talk about Al with
his boss, the CEO: “Please don't say anything negative about
AL” The subtext was clear. The company was fully committed
to Al and didn’t want to hear anything that might shake that
conviction.

It is hard to imagine a CEO taking such an absolutist stance

on previous technology waves like cloud, bring your own
device (BYOD), or the internet of things (IoT). CEOs, boards,
and technical leaders would be pragmatic in evaluating the
benefits and put mileposts in place to gauge progress. With Al,
though, the underlying assumption is that we are stepping on
the accelerator. Research from BCG indicates that more than
94% of CEOs say they still plan to deploy Al irrespective of
demonstrated business value, even where there is no tangible
ROI from the start.

They are not wrong to feel the urgency. They are wrong to feel
only the urgency.

Over the past year, I have had hundreds of conversations
with CIOs, CISOs, and boards across EMEA, and the same
observation keeps surfacing: We have crossed an inflection
point with Al The arrival of frontier Al models has changed



what is technically possible, and therefore what is at stake. We
have seen this firsthand: Anthropic’s Mythos, which we have
been testing under Project Glasswing, and the latest OpenAl
models, evaluated through their Trusted Access for Cyber
programme. We see these models as a quantum leap in code
fluency. In early testing, our security engineers used these
models to compress the equivalent of a full year of penetration
testing into less than three weeks. The models chained lower-
severity flaws into critical exploit paths and surfaced logic-
based vulnerabilities that traditional tools simply miss.

This is the moment that has changed the conversation in
every customer meeting [ now walk into. Al is no longer just a
productivity story for the business. It is a capability story for
both defenders and attackers, and the gap between the two is
now measured in months, not years.

Why this paradigm really is different

Many organisations are underestimating the challenges of Al
governance because they think they have been here before.
They already have robust cybersecurity programmes, mature
governance models, and the scars to show for it from remote
working, cloud, and IoT. They assume this is the same job with
anew label.

It is not. The earlier waves changed where data lived and how
users connected. Frontier Al changes who or what is acting
inside your environment — and how fast. Attackers will use
these models to discover zero-day vulnerabilities at scale,
generate exploits in near real time, and operate autonomous
attack agents that compress weeks of skilled manual effort into
minutes. The most consequential shift is the move from Al-
assisted to Al-driven activity. Organisations whose mean time
to detection and mean time to response are not measured in
low single-digit minutes will be outpaced.

That is the attack picture. It is real, it is here, and it is the
reason governance can no longer lag adoption. But it is only
half the story.

The move most boards are missing

The same frontier capability that worries us is also the most
powerful governance tool we have ever had access to. If

a frontier model can map the full exposure surface of an
application, chain together vulnerabilities, and reason about
attack paths, then that same model - pointed inward, at your
own systems, your own Al deployments, your own agentic
workflows - can find your governance gaps before an attacker
does. It can probe the controls you think you have. It can
stress-test the policies you wrote 18 months ago against the
agentic systems you deployed last quarter. It can tell you, with
uncomfortable specificity, where governance exists only on

paper.

This is the move I believe most boards are missing. They are
treating frontier Al as a threat to govern against. It is also,

more importantly, the discipline that makes meaningful
governance possible at the speed Al now operates. A bank I
spoke to recently has begun doing exactly this: using frontier
models to continuously audit the Al systems already running in
production, including the ones business units stood up without
telling anyone. In the first sweep, they found agentic workflows
with no logging, model dependencies pulling from unverified
sources, and identity boundaries that effectively did not exist.
They had a governance policy. What they did not have, until the
frontier model showed them, was a governance reality.

Governance in the frontier era is not a static compliance
artefact. It is a continuous, Al-driven discipline that uses the
same capability we fear to find and close its own gaps.



Where governance has to do new work

Set aside the fervour and the fear for a moment, and look
soberly at what good governance now has to cover.
Cybersecurity remains the foundation (you cannot govern
what you cannot defend), and accountability and regulatory
compliance remain its twin pillars. But three areas have
changed in character, and each demands a frontier-aware
response.

- Visibility. We learned during cloud, BYOD, and remote work
that resourceful employees will push the envelope. Today,
that same do-it-yourself mindset is producing rogue Al;
science projects, sandboxes, and shadow agentic workflows
operating without anyone’s knowledge. Frontier Al makes
the visibility gap more dangerous because a poorly
governed agentic system is a far richer attack surface than
a poorly governed spreadsheet. It also makes it solvable:
The same models that find vulnerabilities in code can be
turned on your own infrastructure to inventory the Al you
do not yet know you have. Discovery has always been the
precondition for governance. We finally have a tool that can
do it at the pace Al is being deployed.

« Velocity. Al has its own rate of change, and it is changing
everything else faster, too, from product development and
supply chains to customer interaction. Governance written
quarterly cannot keep up with capability deployed weekly.
The legacy approach of governance as a periodic review
simply does not work in an environment where attackers are
operating autonomous agents. Governance has to become
a living system, continuously evolving, continuously tested.
Frontier Al is what makes continuity viable. You can run
the equivalent of a full red-team exercise against your
own controls more often than you used to run the coffee
machine.

- Trust boundaries. Al represents a new class of identity
that did not exist before. When a model like Mythos can
autonomously reason across an application’s exposure
surface and drive an agent end to end, the entity acting
inside your environment is no longer a script with a
signature or a user with a role. It is a non-human identity
making consequential decisions at machine speed. That
does not fit neatly into your existing identity framework,
and it makes traditional zero trust network access
and application whitelists less effective on their own.
Governance frameworks must therefore treat these systems
not as tools to be permitted or denied, but as identities to
be inventoried, monitored, and contained; with zero trust,
identity modernisation, and outbound connection controls
applied to them as rigorously as to any privileged human
user.

Operational integrity in the agentic era

Operational integrity is the part of governance that matters
most and yet gets the least board attention. Organisations
now have to be transparent with customers, regulators, and
partners about how their Al systems operate, what data they
access, and how decisions get made. Telling a customer they
are speaking to an Al agent is no longer sufficient. They, and
you, need to be able to answer the harder question: Why did
the agent do what it did?

Consider an autonomous procurement agent making a six-
figure purchasing decision. It has access to historical spend
data, supplier risk scoring, contract templates, and the
corporate card. It executes in seconds. Six months later, an
auditor asks why the agent chose Supplier B over Supplier A,
whose terms were objectively better. Without governance that
captures the agent’s reasoning, the data it accessed, and the
policies it consulted, you cannot answer. Without the ability to



replay that decision in a controlled environment (something
frontier AI can now help you do), you cannot prove it was not
manipulated, biased, or simply wrong. Operational integrity
in the agentic era means designing systems so that the answer
to ‘why did it do that?’ is always recoverable and continuously
verifiable.

Governance is an enterprise risk problem,
not a CISO problem

It is critically important for decision makers to view Al
governance holistically, rather than through a series of narrow
lenses. Even though cybersecurity is the foundation, itis a
mistake to treat Al governance primarily as a cybersecurity
problem. If asked who owns Al governance, a CEO cannot and
should not say, “The CISO has that covered.”

Al governance is fundamentally an enterprise risk problem. It
involves the legal team, the data office, the lines of business,
internal audit, the board, and yes, security. They must all be
working in concert and in real time against a moving target.

I have spent much of the past 20 years building governance
frameworks, and while it has never been easy, we have had the
advantage of being able to control many of the variables, such
as infrastructure, network access, and data flows. With Al, and
especially with agentic systems powered by frontier models,
we no longer have that advantage. The variables are now
generated by the system itself, faster than any committee can
convene.

That is why my recommendation is such an uncomfortable
one. Stop thinking of governance as a set of gates that prevent
people from doing things they should not. Instead, think of it
as a guardrail that keeps the organisation in the lane while it
moves at speed. And then use frontier Al to continuously test
where the guardrails are, where they are missing, and where

they have quietly failed.

To explore the critical and complex issues of Al governance

in this guide, we've enlisted six leading voices to bring their
real-world experience to the discussion. Together, our authors
lay out some new rules of the road for governing Al and
agentic systems at scale. While each author brings their own
unique perspective on governing Al, there is a common thread
running throughout this guide: Governing Al is unlike anything
enterprises have done before, and new ideas are essential.

For instance, Christoph Hummel of tesa stresses the need

to blend both data-driven decision-making and corporate
culture in order to identify, thwart, and mitigate risk in the new
enterprise attack surface created by Al adoption. Mashreq’s
Olivier Busolini outlines the new steps organisations should
take to govern what he calls ‘the beast’ — Al risks that need
new fail-safe design principles, kill switches, and guardrails.
David Hayes and Chris Wigglesworth of The Open University
tackle the important issue of accountability, discussing
traditional accountability measures’ inability to cope with

the unprecedented speed and negative potential of Al
Thomas Billaut of Suez emphasises the need for leaders to
think differently about identity management for agentic Al,
specifically around core concepts of visibility, containment,
and recovery. And Amin Jerraya of Siemens Healthineers
stresses that governing autonomy should not mean giving up
on human involvement, especially when organisations commit
to governing for high-value outcomes.

Start now, imperfectly, with the tools you have

There are three things to know before you dive in. First, the
inflection point is behind us, not ahead. Frontier Al is no longer
a thought experiment, and the threat model has already shifted.
Second, the capability that is reshaping the threat is also the



most powerful governance instrument ever available to you
as a defender, if you have the courage to point it at your own
systems first. Third, do not wait for the perfect model. It does
not exist. Start now, imperfectly, and let the technology help
you improve the governance itself.

My customer’s CEO was not wrong to be excited about Al He
was wrong to think excitement was a strategy. Governance,
done well, is what turns an accelerator into something the
business can actually steer. In the frontier era, it is also what
decides whether your organisation experiences this technology
as a force multiplier or as the mechanism of its next major
incident.

Haider Pasha is Vice President and Chief Security Officer for
EMEA, Palo Alto Networks



Harnessing data and corporate
culture to reduce the new
enterprise attack surface

created by Al use

Christoph Hummel, Senior Vice President
Digital and IT, tesa



When a global manufacturer rolled out generative Al tools

to thousands of employees, productivity soared. But within
weeks, sensitive product data, supplier pricing, and internal
strategy documents had been fed into Al models without
anyone in IT or security being aware. No external attacker
was needed; the threat came from within, arising from the
very tools designed to drive efficiency. This is the new reality
for those of us responsible for securing organisations. Al use
has not just added another item to the risk register. It has
fundamentally changed the nature of the attack surface itself.

Every day, we are served stories, lessons, and warnings about
Al Every podcast, industry event, and water cooler
conversation is seemingly focused on Al and its uniquely dual
role as both the greatest invention since the wheel and the
greatest threat to humanity.

For those of us charged with putting Al to use in a secure and
responsible manner, it’s important to cut through the euphoria
and/or hysteria that can characterise Al discussions. We need
to take a pragmatic, sober look at Al, as we would any new
technology - even if we've never seen anything quite like Al
before.

Like most of my colleagues and peers, I see Al as both an
opportunity and a threat. At tesa, we've embedded Al across
the entire organisation as a strategic value driver. Every
business function can leverage it in decision-making and use
it to enhance customer value, operations, and growth. But
we’ve firmly anchored this holistic approach to Al adoption in
a clear ROI and impact measurement framework, paired with
robust governance to ensure ethical standards, data privacy,
and cybersecurity at every stage. We appreciate both the
incredible upside of Al as a business transformation agent and
its potentially devastating impact on cybersecurity, business
resilience, and good governance. But here, I'd like to focus on



how to identify, prevent, and mitigate the new enterprise attack
surface risks arising from Al use — and on how data-driven
decision-making and corporate culture can be leveraged in
response.

Juggling probability and impact

The best way to get the most out of Al is to approach it like any
business risk. This comes down to the two issues of probability
and impact: What is the probability of an Al-driven risk
occurring, and what is the potential impact if that risk becomes
areality?

Using probability and impact to determine a cybersecurity risk
profile is very familiar to security chiefs and their business
cohorts. But none of us has ever had to frame those issues in
the context of the kind of dramatic acceleration caused by Al
The power of autonomy - both of Al itself and, more recently,
of agentic Al —is staggering. Attack vectors appear, hit their
targets, and move through organisations faster than ever — and
with even greater impact.

Legacy cybersecurity models are ineffective for this Al era
because we no longer have deterministic, tangible boundaries
to protect, nor do we have the predictable, familiar behaviour
of human-driven attacks to defend against. While firewalls,
identity management, and access management tools all remain
relevant and necessary, Al's autonomous nature has changed
everything. Not only do we need to spot, block, and mitigate
the impact of Al-driven attacks faster, but we must also come
up with new ways of thinking about enterprise attack surfaces
and how to protect them.

We also need to acknowledge that the threats themselves
are different from those we’ve dealt with before. First, the

magnitude of information leakage promoted by widespread
Al modelling using confidential data is unanticipated. Much
more information — and much more sensitive and privileged
information - is now accessible to hackers. This concept

of ‘rogue AI', wherein tech-savvy end users build their own
large language models or use open source models, is an
essential one for anyone responsible for Al cybersecurity to
understand. Users populate those tools with everything from
sales records to intellectual property, often without regard to
or understanding of information security prioritisation. Those
of us in IT and cybersecurity can’t be sure whether that data is
safely contained or even where it resides.

Another problem is the accelerated speed of exploit modelling.
Just being able to spot and take inventory of rapidly emerging
exploits is a challenge of mind-boggling size. They are

being used to create breaches faster than ever, especially at
enterprise scale. Clearly, these and other factors act as force
multipliers, increasing both the probability of Al-inspired
attacks and the impact of those attacks.

One thing is clear: Protecting this emerging attack surface will
require new approaches to upend the current Al probability
and impact balance.

The power and promise of data in Al risk management

With all the excitement driving the enterprise adoption of

Al organisations might be tempted to take a ‘move fast and
break things’ approach. But the impact of rash, ill-researched
decisions on Al - decisions made without methodical thinking
and good data — can be catastrophic from cybersecurity, legal
exposure, and good governance perspectives. Maybe the better
approach is to ‘be quick, but don’t hurry.’



Using data to make smarter decisions on securing the
enterprise against these new threat vectors isn’t just smart
technical guidance - it’s smart business. One of the undeniable
truths about Al is that it has created not only infinitely more
data, but also substantially more and better context for
business decision-making. Of course, this business decision-
making extends beyond how to price products or where to
open a manufacturing plant to where risks are likely to pop up
and how they will attack systems.

Using all this data is vital if an organisation is to navigate a
wide array of multidimensional issues against the corporate
risk profile. As risk management becomes more complex and
sophisticated, organisations need to think more about context
before jumping into big decisions. And good context can only
come from a discerning evaluation of data surfaced from a
fast-growing collection of data sources, applications, tools, and
services. This also helps organisations shift — with confidence

— from protecting infrastructure to protecting credentials,
proprietary data, and personally identifiable information.
Remember that Al represents what can be called a target-rich
environment: Al-powered attacks identify and exploit weak
points and often-imperceptible anomalies in things such as
user behaviour or data movement. In other words, we need rich
data to protect against nefarious data.

Data does more than give us insights and ideas; it promotes
organisational confidence among executives, board members,
and business users. This confidence allows us to make smarter
decisions more quickly.

Understanding the role of corporate culture
in securing an Al-everywhere enterprise

It has been said that security is everyone’s responsibility,
and when it comes to Al use, that is undeniably true. As well

as simply watching out for spurious email requests, avoiding
questionable attachments, and keeping a wary eye on social
engineering attempts, everyone in the organisation needs to
actively commit to a strong cybersecurity posture. In this era of
Al, everyone must become a CISO.

This represents an important evolution in the role of corporate
culture in cybersecurity. Just as corporate culture has a major
impact on how organisations establish desired behaviour and
values for employees, it also shapes new strategies and tactics
in defending against Al-infused threats.

As mentioned above, using data — aggressively and in the
right context — is an essential part of this strategy. Some
organisations have yet to fully embrace a data-driven culture
across cybersecurity, competitive analysis, and product
development. But in the new era of Al, this stance is no longer
sustainable.

Naturally, the appetite for Al adoption is going to vary
considerably at both the micro level - from organisation

to organisation — and the macro level, such as industry to
industry, or country to country. For instance, China has been
remarkably ambitious in adopting Al, driven by the goal

of expanding economic opportunities and strengthening

its competitive standing on the global stage. In Europe, by
contrast, organisations often focus more on the challenges
associated with Al such as job replacement, privacy, and
technical risk.

Each organisation’s own corporate culture must continue to
evolve to better understand how to defend against the new Al
threat landscape. International companies, such as tesa, have
the opportunity to make selective, data-driven choices at the
local level because we operate in a lot of different countries. In
regions where the culture is more risk-averse, we can start slow



and learn as we go from the experiences of others. In other
regions, we can be more aggressive in leveraging new tools and
techniques.

Another important element of leveraging corporate culture
to address Al-related cyber risk is finding the optimists in the
organisation. Some people are hard-wired to take on tough
assignments, to have the perseverance and persistence to

try new things, and to not be daunted if the initial approach
doesn’t achieve the desired results. That’s not to say we want
people to be unrealistic in risk taking or overlook data that
doesn’t align with their assumptions. But we also don’t want
people to avoid participating in improving the cybersecurity
posture related to new Al initiatives.

It’s also vital to weigh corporate culture against other factors,
such as whether Al-based attacks have made inroads into
highly regulated industries such as financial services and
healthcare. In such industries, the impact of a successful
attack can lead to a profound ripple effect throughout the
ecosystem of suppliers, partners, and customers. Decisions in
those industries cannot be based solely on the two variables
mentioned earlier in this chapter — probability and impact.

It becomes a complex and shifting Venn diagram of factors
that must be considered, a multidimensional decision tree

of corporate culture, technical developments, market and
geographic dynamics, workforce skills, and internal and
external political dynamics.

Building a cybersecurity framework to deal
with Al-driven threats

There are many tools, services, and frameworks organisations
should consider when putting together a robust, scalable,
and agile cybersecurity framework to deal with Al-driven
threats. But I believe organisations would be wise to also
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consider approaches that focus more on ‘soft’ issues
such as preparedness training, organisational buy-in, and
accountability.

First, we all have to understand and accept the premise that
the more we use Al for potential business benefit, the more
we have to properly manage and mitigate upcoming new
risks. In fact, initially, we might be exposing ourselves to more
risk than would be considered prudent given AI's short-term
upsides. This means we have to invest more attention, energy,
and resources in attack scenario planning and preparedness,
and not just in the form of ‘break the glass’ plans. Al risk
preparedness requires dynamic thinking and agility; instead
of considering it a business continuity document that gathers
dust on a shelf until something bad happens, think of it as a
form of continuous improvement or continuous development
for Al cybersecurity.

Second, collaboration is more important than ever. IT and
cybersecurity teams simply cannot go it alone, even if they hire
an army of consultants and third-party monitoring services.

IT and SecOps must link arms tightly with C-suite colleagues,
line-of-business teams, and even board members to address
the challenges discussed here. This is especially true when it
comes to creating and sharing data to make smarter decisions,
as well as in building a strong culture of Al-cybersecurity
awareness and problem solving. And this collaboration
shouldn’t stop at an organisation’s boundaries. A successful
Al-driven attack on one company can quickly ripple through
its entire ecosystem of customers, partners, and suppliers.
Protecting our own systems therefore means protecting those
who depend on them — making cybersecurity an essential

part of the value we deliver, not just a safeguard for our own
operations.
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Third, we must create proper accountability models,
especially when it comes to agentic Al. As more and more
end users create their own Al agents to make more decisions
autonomously, the question of who manages these agents
becomes more than a philosophical exercise. Increasingly, Al
is becoming part of the workforce and taking on critical roles
in planning and executing actions at hyperspeed. They may be
virtual, but they act like human employees, and they must be
managed as such. [ don’t know if we will create a new position
called CAO - Chief Agent Officer — but someone needs to think
about roles, responsibilities, privileges, and guardrails for
agents.

Only when we think of Al in a more holistic, balanced, and
nuanced way will we be able to properly see these new attack
vectors through the familiar lenses of probability and impact. It
won't be easy, but we really don’t have a choice.

Al is fast becoming the new workforce, especially with the
growing use of Al agents, and it has to be managed in much the
same way as human employees. So guide your Al models and
agents with rules, guidelines, guardrails, analytical thinking,
and problem solving. Don't let the bullet train of autonomic

Al outpace your ability to secure and govern the technology

properly.
Christoph Hummel is Senior Vice President Digital and IT at

tesa, a global leader in innovative adhesive solutions active in
more than 100 countries.
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Governing autonomy:
From models to agentic systems

Amin Jerraya, Senior Vice President, Head of IT Digital
Engagement and Infrastructure, Siemens Healthineers
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For many years, I've been responsible for a wide range of
governance mandates covering projects, processes, data, and
systems. Each governance initiative has been both interesting
and challenging in its own way — because each project is
unique in its scale, scope, complexity, and proximity to the
organisation’s core competency.

Today, we have to govern things our people and systems have
automated, a far more important — and difficult - governance
task. In this chapter, we will explore why that can be more
difficult, and I'll share some ideas on what you might want to
consider doing in order to govern autonomy effectively.

I write this very much from the perspective of someone

who works in a highly regulated industry — one where safety
and effectiveness are not aspirations, but obligations we
have to demonstrate, again and again. This turns out to

be an unexpected advantage when it comes to governing

Al The disciplines autonomy now demands of everyone —
accountability, auditability, proof that a system does what we
claim — are disciplines my industry has lived by for decades.
What is new for us is not the principles but applying them at
machine speed and machine scale.

A governance dilemma like no other

First, let me start with an admission: Despite many years of
experience in technology, I would not want to claim I'm an
expert when it comes to governing Al agents yet. This is new
ground for all of us, and like everyone else, I struggle to put
together the right governance strategies that are both flexible
and enduring.

Reassuringly, I haven’t found any of my peers to be struggling

any less than me. Al is very different from previous disruptive
technologies such as ubiquitous mobility, cloud computing,

27



and IoT. Agentic Al and other forms of autonomous
intelligence have made those important technologies seem
quaint by comparison.

The big reason is speed. We used to innovate at a speed
dictated by things like Moore’s Law, Metcalfe’s Law, and other
technology models that taxed our abilities to keep up. Al of
course, is an entirely different thing when it comes to speed,
and this speed has a tremendous impact on our business
operations. We've always been able to react reflexively to new
developments, but every day we're now reminded that Al is
different. We have new experiences, new lessons, and new
mistakes every day. This is unique to every enterprise, every
employee, and every society.

The speed and growing scale of Al and autonomous agents
means we need new responses in all ways, especially including
governance. That’s not even considering the complexity of
both the technology and the new use cases. A few years ago,
we probably wouldn’t have foreseen a day when we’d think

of large language models as ‘relatively simple’, but they are
when compared to our current and future eras of widespread
autonomy.

Identifying and managing governance risk

Any conversations I have with my fellow executives, board
members, and business teams inevitably touch on risk,

and nothing is redefining enterprise risk more than Al and
autonomous systems. There are numerous risk-centric
landscapes we're very familiar with, such as cybersecurity,
legal, compliance, and data protection. Responsible Al use
and the construction of proper guardrails are also essential
elements of any governance discussion we have.

28

But there’s another form of risk at play here: the risk of doing
nothing. Whether we're worried about the technology itself

or the various impacts of what Al can do, just sitting out the
movement toward agentic Al and other autonomous systems is,
in itself, a very big risk.

When we miss opportunities to use a new technology

safely, securely, and responsibly, we cross a very dangerous
governance line. As organisational leaders, we have a very

real responsibility to move quickly to spot and leverage new
opportunities, and autonomous systems are a key part of that.
We must try things, see what’s working and what isn’t, then
adjust in real time. Organisational agility is being redefined and
reprioritised before our eyes.

Doing governance properly in a time of autonomy means we
must find ways to use technology that is both exciting and a
bit scary. We all understand that granting decision-making
autonomy to anyone or anything carries a measure of risk. For
years, we operated with the assumption that when push came
to shove, we could rely on humans to use good judgement and
common sense. Now, we're dealing with things — agents — and
we must deploy the right guardrails to go with that autonomy.
If you don’t have those guardrails in place, you will have to
deal with the uncertainty of not knowing if the agent can

and will self-correct or even do something with catastrophic
consequences. Human error may be inevitable, but people tend
to be limited in their speed and scope. An agent operating at
machine speed can make the same mistake thousands of times
before anyone notices. In an industry where the stakes are
ultimately measured in safety, you do not govern by hoping
that bad things won’t happen. You design on the assumption
that they will, and you make sure the damage is bounded,
visible, and reversible when it does.
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When it comes to managing these governance issues, it’s

smart to consider other governance frameworks used
successfully in the past. Cybersecurity has given us good
lessons for governance, such as the zero trust model. Of
course, with agentic systems, we have to accelerate governance
development, deployment, and management at a much

faster pace in order to match governance capabilities with

the widespread autonomy we're giving to agents. All AI
development projects, therefore, must include a discussion on
governance from the start.

Governing for high-value outcomes

For years, the prevailing thinking about maintaining a healthy
balance between automation and empowering human
employees centred on the notion that you automated routine
and predictable tasks, leaving humans to handle the high-
value, judgement-based decisions that were most likely to yield
the biggest returns. But Al has driven home the understanding
that if you only use autonomy to handle low-level tasks
through agents, you will only realise low-value returns. That’s
alot of time, energy, and capital investment to commit for less-
than-transformative outcomes.

Process transformation is what unleashes business value, and
to do that well, you need to leverage autonomy. As discussed
earlier, one of the biggest governance risks is not using new
tools available to you for breakthrough advances. But getting
the most from agentic Al's capabilities to achieve high-value
outcomes means new governance strategies are crucial.

In order to govern agents properly, you have to ask the
important question: “Do we know what we don’t know?” This
requires us all to think differently. We all have to be savvier
about processes, outcomes, and risks, and not simply rely on
old models as we did when we moved to the cloud, stood up
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virtual machines, or enabled more of our employees to work
remotely. Those were important developments because they
let us work more efficiently, which had tangible and intangible
benefits to the organisation. But agentic Al and autonomous
systems are different because they let us do things that were
previously unimaginable.

Human-in-the-loop or governance agents?
You don’t have to choose

There is a lot of talk about using human-in-the-loop
governance to ensure agents don’t run off the rails and execute
actions they're not supposed to. Certainly, having your clever
and experienced staff involved makes sense. Our teams

are getting very comfortable with Al in general and agents
specifically, which is vital as there will probably be more than a
billion agents actively deployed within the next few years. I'm
not just talking about IT organisations: Increasingly, business
teams are deploying their own agents — as a department or
workgroup or individually. Since they are the ones training
agents to do specific tasks, it’s smart practice to ensure they
are actively governing their agents.

And yet, remember that one of the major goals of deploying
autonomous systems is to move fast. With agents, you can
engineer governance to account for the time needed to stop
and reconsider the impact of a decision, and it will still be
infinitely faster than people-based processes. You want
humans to do only what is absolutely necessary to interrupt
your Al-driven processes. That requires new process definition
and development; that’s where your people add a lot of value
when they are in the loop. But engineering too many human-
in-the-loop checkpoints defeats the entire purpose of having
agents in the first place.
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When I'm asked about the wisdom of doing automated
governance — that is, agents governing agents — I have a
simple response: Can we afford not to have automated
governance? The speed and scale required to make Al truly
transformative mandates good governance, but it also
mandates that governance is automated as much as possible.
Most organisations soon will have (and some already have)
thousands or more agents deployed. How can humans
control everything agents are doing in real time and reliably
detect inappropriate agent behaviour outside of accepted
parameters?

Put plainly: You cannot govern what you cannot see, and at

this scale, you can no longer see what your agents are doing

by human effort alone — monitoring itself has to be automated.
You need agents to watch agents simply to keep the activity in
view. We need ‘governance agents’ because automated systems
are reaching a scale and scope where humans simply can’t keep
up or entirely imagine all the possible conditions and actions
that could take place.

But I would add one note of caution — because it is an issue
that keeps me up at night. A governance agent is still an agent.
It can be wrong, it can be gamed, it can be misconfigured — and,
worst of all, it can share the very blind spots of the agents it is
meant to watch. When the watcher and the watched fail in the
same way at the same time, you are left with a dashboard full
of green checkmarks and no one actually in control. That is the
most dangerous state of all - because it feels like safety. So

let me be precise about what automated governance does and
does not do. It enforces the rules at machine speed; it does not
author them, and it cannot answer for them. Automation moves
accountability faster — it never moves it somewhere else. The
chain always ends with a human and a policy. Autonomy shifts
accountability; it never removes it.
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How do we do it all?

First, we have to understand that autonomy governance
frameworks will need to be flexible enough to apply to both
greenfield processes where we are starting from scratch

and scenarios where we might have to consider ‘bolting on’
agentic governance to existing models. There is not going to
be a single governance framework that works uniformly for

all organisations and for all types of agentic use cases. Even
industry standards, important as they are, won't be applicable
in the same way in different scenarios. Those of us in regulated
industries do at least start from a known floor, an external
compliance baseline we must meet regardless. But a floor is
not a framework. The harder, creative work of adapting it to
autonomy still falls to us.

This puts a premium on creative thinking that includes
builders, users, and monitors of automated systems and
processes. It’s similar to the way we started thinking about
cybersecurity a decade or more ago, when we turned DevOps
into DevSecOps. The difference is that this transformation is
both strategically critical and tactically challenging to a degree
never seen before.

We must understand that all our business processes are going
to centre on Al and that those processes will soon be mostly
autonomous. We need to imagine solutions we’ve never even
thought of before because we’ve never had tools like LLMs,
generative Al, and agentic Al before. We will literally be
aiming at a moving target, zigzagging back and forth and not
progressing in a predictable linear fashion.

This is where I come back to the importance of our teams (the
ones made up of humans). Our hiring will have to prioritise
not just technical expertise and Al proficiency, but hyper-
critical thinking — and crucially, imagination. As guardians of
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all things AI, we have to become even more proficient at hiring
and developing talent, mobilising the organisation around a
common set of goals, and getting organisational leadership on
board every step of the way. Bottom line: We need people who
can envision and practise the art of the possible, not just the
tyranny of the likely.

I'd like to close on three key takeaways and a final thought:

1. Inaction is a governance decision. Choosing not to deploy
autonomy safely is itself a risk and often the largest one on
the table.

2. You cannot govern what you cannot see. At scale, that
means automating oversight itself so that agents help you
keep watch over agents.

3. Autonomy shifts accountability; it never removes it. The
automated layer enforces the rules at machine speed, but
the chain always ends with a human and a policy.

Final thought: Beware of making assumptions

We've all learned the dangers of assuming we know more
than we actually do. That’s particularly true with governing Al
autonomous systems.

As Imentioned at the beginning, we're all striving to catch

up and keep up with this technology. We don’t have all the
answers yet, but governance requires that we push to the edge
of possibilities and the bounds of our imaginations to consider
that governing autonomy, while necessarily including many
traditional governance issues, is likely to be very, very different
from anything we’ve governed in the past.
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Be sure to challenge yourself and your teams. Ask how this
kind of governance could be different, and don’t be afraid to
experiment with new governance frameworks. Don’t assume
anything other than the inevitability of change.

Amin Jerraya is Senior Vice President and Head of IT Digital
Engagement and Infrastructure at Siemens Healthineers, a
leading global provider of medical imaging technologies.
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Al guardrails, kill switches,
and fail-safe designs:
Governance with enforcement

Olivier Busolini, Group Chief Information
Security Officer, Mashreq
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Mashreq’s Al journey started slowly and methodically, driven
by our CEO and board, who were supportive of adopting

the technology early on as a key part of our business
transformation. Our leadership understood both the amazing
potential and the substantial risks associated with artificial
intelligence. We knew it would be challenging, exciting,
confusing, and like no other technology paradigm we’d lived
through in the past.

But to make the most of Al, we’d have to govern ‘the beast’. The
beast is a familiar metaphor, especially for those responsible
for juggling opportunity and risk. In most forms of culture, the
beast represents complexity and risk, and taming the beast
requires us to find the path for good to triumph over evil. For
many of us, taking the leap into Al means finding and taking
the right steps to enforce governance of the beast. But Al itself
is not the beast in our situation. Al is proving to be a fantastic
and powerful tool, and we all have no choice but to find the
right adoption strategies and tactics. But there is a beast
associated with AI: the expanding risk profile we must adopt
and govern.

This not only demands that we establish acceptable boundaries
on all forms of Al (especially the coming agentic Al onslaught),
but also requires that those boundaries are understood,
respected, followed, and, when necessary, enforced. As we
steam full speed ahead with Al use cases far beyond basic
model training, we need enforcement practices and protocols
that will work in real-world settings.

A technology paradigm like no other
As we started exploring Al from the perspectives of
opportunity and risk, we quickly learned we were facing a

technology unlike any we were used to or had seen in the past.
It was infinitely more complex than moving to the cloud, which
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itself was quite a big leap from on-premises.

Everything about controls changed, including identities,
privileges, and role-based access. Cloud was more
deterministic, as illustrated by the relative predictability of
firewalls and data loss prevention. With those issues, we’d all
had a pretty good idea of what to expect, where the risks were,
and the kinds of responses we’d needed to have in place. But
Alis different. At the time, it represented a quantum leap in
complexity, threats, and urgency. It’s created a far murkier
world, one where implementing the necessary controls in real
life is much more challenging than in previous technology
architectures. A world where the beast can break out of control
if you're not on top of things.

Setting and enforcing boundaries in the cloud was tough,
certainly more challenging than in the days of on-prem IT. But
it was still fairly predictable, more or less a natural extension of
our on-prem frameworks — just another layer of abstraction.

Al however, is far less predictable than those previous models,
and its introduction created two significant challenges. First,
with the financial services industry being highly regulated

and very attractive to attackers, Al risk brought a slew of new
governance, legal, and compliance issues. Second, although I
had - and still have — a relatively high risk appetite, I needed
to dive into the technology in order to better understand the
different nature of the potential problems.

For instance, I had to find out what was going on outside the
enterprise in terms of attack vectors (such as prompts), how
the machine was evolving to identify and defend against those
attacks, whether data was behaving in appropriate ways, and
if the current access control monitoring methodologies were
sufficient.
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It reminded me a lot of what it’s like to watch someone

grow up. Unsupervised, a child can develop their own way

of thinking and acting that is relatively unpredictable and

not always based on sound, logical ideas formed by years of
experience. Similarly, using Al obliged me to create more layers
of control - just observing what was going in and coming out
would no longer be enough. In addition, what we had to do

in order to protect our ecosystem — users, data, third parties,
identities, and entirely new forms of digital assets — had
changed dramatically.

It was, and remains, a mind-blowing challenge. And that’s
without even accounting for the major move towards
autonomous agents. Governance in the era of agentic Al is

of particular interest to us because, as yet, no organisation
seems to have the ability to properly manage non-human
privileged accounts from the outset. We are required to have

a firm grasp on where these agents are, where they came from,
how we inventory them, and how we can lock them down when
necessary.

This is going to be a long-term work in progress, because it is
way too early to ask consequence management questions —
such as what happens if an agent goes rogue, or acts in a way
we did not anticipate because someone tasked the agent with
doing something they were not initially intended to do.

Ownership and responsibility:
Keys to governance enforcement

One thing I do know is that the proper enforcement of
governance policies for the Al risk beast requires organisations
to have well-established responsibility paths. Someone has to
manage those agents and Al systems and be accountable for
their actions.
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With that ownership comes the twin responsibilities of
management and enforcement. This is a big debate in

every boardroom: If something goes wrong, who bears the
consequences? [s it the agent’s line-of-business owner, or

the IT and SecOps teams? I believe the line of business must
own that responsibility, because the agents — as well as all Al
systems — are deployed for the benefit of the business units.
The stakes are too high for the business teams not to own and
be responsible for these systems.

Of course, together with IT and SecOps, the CISO function has
to be deeply involved from the start. Our team at Mashreq has
worked hard to build confidence and collaboration with our
business units. But just as cybersecurity is far more than a tech
issue, Al must be seen as a business issue - especially when it
comes to governance enforcement.

Let me give you an example of how this all evolved at Mashreq:
Today, our Al Centre of Excellence resides within our IT
organisation, where we are currently developing and testing
70+ different Al initiatives. But we've made it very clear that
governance works best when it is part of the business unit’s
mandate. If technology such as Al is an enabler and driver

for the business, the business should be accountable for the
technology’s proper and responsible use.

We stressed this from the start with Al. We knew Al governance
had to identify the right ownership of the technology and
related assets, and our business teams have bought into that.
This was a new way of thinking for them (and for the CISO
team, IT, and SecOps), so there was a bit of hesitancy at first.
But they soon understood that they needed to be accountable
for the management of not only the data, but also of the tools
that make that data usable.

It’s part of a wider understanding that data governance is no
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longer a technical issue. It took us a long time to convince
people that it had to be a business responsibility. This
maturation in our understanding of the true nature of Al's
impact on the business has helped everyone understand the
pros and cons associated with every deployment. Now, we have
a good set of roles and responsibilities for Al agents on paper,
and we're going to put it to work in real life.

Enable it, fast and secure

Most CIOs, CTOs, and CISOs do not want to be in the ‘No’
business. I don’t ever want to say no to my business colleagues
who come to me to deploy Al for a business capability — our
team’s motto is ‘Enable it, fast and secure’. My job is to help
them understand how to construct the proper governance
model to ensure that projects deliver their intended benefits
while avoiding risk.

This means we’ve had to increase our internal competencies.
We followed Microsoft’s governance suggestions on deploying
Copilot. Their advice was simple, practical, and — most
importantly - implementable. It goes like this:

1. Datainventory

2. Datalabelling

3. Role-based access control

4. Dataloss prevention

5. Al application protection (e.g. prompt shielding)

What we learned is that it’s best to start simply. First, we make

sure our data doesn’t ‘bleed’. This requires us to have a tight
handle on complex data interdependencies and take nothing
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for granted. It boils down to a simple premise: Focus on making
deployments fast and secure. In fact, replacing ‘no’ with ‘yes

- fast and secure’ is critical to building the trust necessary
between business stakeholders and technical teams in order to
give the line of business teams the confidence to manage and
enforce Al governance.

Fortunately, since we have followed what we believe to be
proper governance frameworks for years, creating an inventory
of Al assets has not been a stretch for us. We have processes
and procedures in place, and we also now have excellent tools
that help provide a real-time view of inventory - location, type,
privileges, status. For instance, if we decide to block a user’s
access to a particular database or website, we can do that fairly
easily.

Of course, as automated agents proliferate, this will become
trickier. So, here are a few points to keep in mind:

- It’s not enough just to have policies. You have to embed
policies into the technology tools so they show up
automatically in implementation.

- Monitoring is great, but it must be continuous. You need
to know what'’s happening in the black boxes that might be
targeted, and you must keep in mind that you are following
things that are not deterministic.

- Incident management and event alert response can be
huge issues. How do you and your systems behave when
your bank’s Know Your Client (KYC) automated agents
begin contacting clients to make offers they weren't initially
intended to make? We're still in the early stages of trying to
solve this dilemma, and we're all still in learning mode. This
again comes back to real-time, continuous monitoring.
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What you can do now to tame the beast of Al risk

We all know beasts are myths, but Al risk is real, and we must
respect it and mitigate its effects. We are still learning so much
about developing and deploying our Al cybersecurity and
governance strategies, but here are a few recommendations on
what you can do now:

1. Be aggressive in seeking ideas and knowledge of governance
enforcement from all sources - technology partners,
customers, even competitors. We need to quickly develop
our collective knowledge on what kind of governance
enforcement strategies work, and we all have a duty to
contribute to the governance of the Al world.

2. Don'tlet chasing perfection get in the way of making a
start. Starting from zero is really difficult, but hesitating is
not an option. Trying to develop the perfect strategy is far
less important — and, inevitably, far less effective — than
trying things, monitoring results, and embracing a form of
continuous improvement.

3. Hire people who are knowledgeable about Al governance,
not just Al security. This will help you identify and cover
the many blind spots that are sure to pop up. Things
are changing far more rapidly than any of us could have
predicted.

Remember: Just erecting guardrails and gates isn’t enough.
Governance is the key to taming this beast, and enforcing
governance policies requires a trusted partnership between the
line of business and the IT/SecOps teams.

Olivier Busolini is Group Chief Information Security Officer at

Mashreq, a leading global provider of banking and financial
services.
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Redesigning accountability
for an Al-driven organisation

Chris Wigglesworth, Chief Information Security
Officer, and David Hayes, Chief Data Officer,
The Open University
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Many of us experience unsatisfactory interactions with
customer service agents, either in person or over the phone.
If the situation cannot be suitably resolved, we might ask
the agent to let us speak to their manager so someone with
true accountability can fix the problem and ensure it doesn’t
happen again.

But what can an unsatisfied customer do if artificial intelligence
systems - trained by humans but given the authority to act
independently — are making the customer service decisions,
often without human intervention?

As much as we want to give responsibility for many decisions
to Al models, chatbots, and agents, there always has to be
someone in charge. A human, able to overrule agents or
better inform their decision-making, or make final decisions
in a human-in-the-loop model in the ultimate expression of
accountability.

There’s just one problem. Al puts intense pressure on
traditional accountability models. Al may be trained by
humans, but the speed at which Al works is causing a massive
shift. Al doesn’t wait for annual audits, quarterly board
meetings, or monthly C-suite progress reports. Too much can
be done far too fast, often resulting in developments that are
both unexpected and have massive potential to do harm. If
or when that potential is realised, someone had better step
forward, raise their hand, and take ownership of the problem.

But more importantly, accountability in understanding and
managing risk must be part of Al governance from the very
start — we cannot sleepwalk into the Al world. If we are going
to be successful at managing Al risk, we need to be super clear
on accountability. IT and cybersecurity teams have spent some
time trying to embed the idea in our wider organisations that
cybersecurity is everyone’s responsibility, so pinning down

49



accountability to individuals might feel counterintuitive. But
accountability means taking complete ownership of the full
spectrum of risk management, from detection and prevention
to remediation and forensics. Those accountable for Al have
to know what those systems and agents are doing and why
they are doing it, and ensure they aren’t going to start making
autonomous, unintended decisions.

Traditional accountability methods don’t work in the Al era

Role-based policy management, access controls, compliance
frameworks, and governance models are long-standing
components of cybersecurity accountability, typically
developed and controlled by SecOps or IT. And while those
remain important in the overall cybersecurity domain, they
simply do not provide the level of accountability, governance,
and protection needed for an environment where autonomous
decisions are made in real time at machine speed. Al
governance must be executed in real time, to ensure anomalies
or suspicious data movements are spotted instantaneously
before they can do lasting damage.

Not only is Al too fast for human-centric accountability
methods, but it is also too clever, too self-learning, and too
dynamic in its ability to contextualise massive amounts

of data. This reality requires us to develop governance
models that reduce the blast radius, especially since there
are many situations in which Al models and agents can take
matters into their own hands. We've all seen instances of Al-
induced hallucinations and decision-making that is odd and
unexpected, yet in its own way highly sophisticated.

Al agents and systems can’t account for responsible use
or discern ethically right from ethically wrong, so human
oversight is needed to prevent them from spinning out of
control.
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Because of the speed of Al, we need to manage agents more
closely than we do human employees.

In a way, we've created a situation where we both fear our
agents acting too autonomously and yet desperately need
them to spot and act against risks quicker than we can. After
all, attackers aren’t waiting for approvals or for governance
policies to be updated to suit new compliance mandates. They
are in full attack mode, and Al can and should be used to help
us defend our enterprises.

Does this mean that one day we’ll need to have Al agents
managed by other Al agents? That may be a risky scenario, but
unless we set up the right accountability model, we might not
have a choice.

Who owns agents?

In today’s Al era, technology systems, workflows, and business
processes are no longer built and operated in a centralised,
top-down management model. Al-driven systems and
workflows aren’t controlled exclusively by IT or SecOps: It

is the business stakeholder and line-of-business executive
who must act as the tip of the spear when it comes to
accountability.

There are clear benefits to making Chief Al Officer a dedicated
role, as some organisations have and many are considering.
But just putting an Al czar into a corner office doesn’t solve the
accountability issue. In fact, it usually doesn’t even adequately
address accountability.

Market researchers are pointing to the fact that the number of
autonomous agents, while fairly small at present, is growing
rapidly. They believe the number of agents will expand to
exceed the number of ‘smart things’ in the internet of things -
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billions of units.

The question of who owns an agent or a specific Al-driven
application or workflow is central to accountability. We believe
executive management must answer that question as clearly
and convincingly as it can: Business users, for the most part,
must own the agents and thus must be accountable.

How this works in practice at The Open University is that we
have an Al team as part of the Data and Insights (CDO) group.
But they are not in an ivory tower. They work directly and

on a daily basis with the business units that are deploying
and benefitting from Al and agents. This has been one of the
most profound changes we've seen in how IT and security
organisations are structured and function, and it is going to
continue to evolve - all because of Al

The traditional separation between IT and business users is
rapidly disappearing, and will become largely irrelevant for
most organisations as Al continues to define how we work.
Much of this stems from business users’ increased comfort in
using Al in their jobs - in fact, business users are increasingly
becoming builders using various Al-related tools and
processes. And that’s the key point: It is the builder (and by
extension, the beneficiary) of Al and agents that is accountable
for what they build.

This is going to make life much easier for all of us in the long
run. We in IT and SecOps used to shudder at the idea of

users taking matters into their own hands; we fretted over
shadow IT or users with little more than a company credit card
subscribing to cloud services, standing up their own virtual
machines, and deploying their own IoT test beds.

We must understand that business users will continue to push
ahead with new technology — in some cases aggressively so
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- to help them do business, in large part because they are far
more comfortable with technologies such as LLMs and agents
than we could have imagined not long ago. So, just because

a business stakeholder owns an agent or even a broader Al
initiative from an accountability perspective, that doesn’t
mean we in IT and SecOps get to wash our hands of the matter.
It’s vitally important that we help our business colleagues by
giving them the necessary knowledge, tools, and guidance

so they can be truly accountable in all ways — operational,
financial, legal, and compliance.

We must become true partners with our business users — not
to keep tabs on them, but to help guide them so they can feel
comfortable, confident, and secure in their accountability.
Not every business user is hard-wired with an accountability
mindset like that of most IT and SecOps employees, who have
had accountability drilled into them from the start of their
careers. It’s our job to ensure the business users are skilled
and empowered to juggle both sides of the Al equation:
opportunity and risk.

Taking the right steps: What you should do first

Getting this right requires a lot of work, and there are no
shortcuts. We must all be accountable for accountability,
which could mean anything from stepping up to own agent
governance and security frameworks to ensuring all business
stakeholders responsible for agents understand their legal,
regulatory, and governance obligations.

But creating a framework for Al and agent accountability
doesn’t have to be overwhelming, and you don’t have to do
everything at the same time. It’s often best to take it in phases,
as part of a well-thought-out and meticulously executed plan.
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Here are a few things you can get started on right away:

1. Start slow, see what works, and then make adjustments

quickly. These days, few of us would consider throwing our
children into the deep end of the pool to be the best way

to teach them to swim. It’s smart to think of Al in the same
way and plan accountability similarly. Put Al in the shallow
end first to get an idea of how the initiatives will play out
and how you can structure accountability. This gives you
areal-time lab assignment that you can see playing out to
identify the glitches, solve the problems, and expand to new
capabilities. That will likely result in less risk, less impact,
and fewer accountability burdens at first.

. Awareness is key when it comes to risk. Risk will inform
many of your decisions on accountability because it will
become better defined when everyone understands the
full scope of what might go wrong and how exploited
vulnerabilities could impact the organisation. If your

Al stakeholders and owners know how systems and
agents are capable of behaving and what’s required to
mitigate negative effects, they will be more comfortable
in understanding the scale of their oversight and
accountability.

. You can delegate responsibility to agents and automated
systems, but you can’t delegate accountability. Agents
have no more ability to safely and reliably self-govern than
the average eager-to-please intern does. There is a lot of
discussion about the importance of human-in-the-loop
governance, but when it comes to accountability, just being
in the loop isn’t enough. Agents can be responsible for a
range of decisions under certain circumstances, but it’s
people that are ultimately accountable for them.
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Ask yourself this question: When your customers have a
complaint or concern about something related to their account,
will you trust your Al agents to operate without human
accountability and still do the right thing to preserve the
quality of your business relationships?

Chris Wigglesworth is Chief Information Security Officer and

David Hayes is Chief Data Officer at The Open University, a UK-
based global leader in higher education.
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Identity, privilege, and entitlement
management in the Al era

Thomas Billaut, Group Chief Information
Security Officer, Suez
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Identity is a powerful force in our personal lives. It gives us a
sense of meaning, purpose, community, and shared aspirations.

As a chief information security officer, I deal with another kind
of identity too. For most of my career, digital identities have
been important but fairly clear-cut. It used to be that your
identity not only gave you access to systems, applications, and
services, but also helped your organisation validate that your
access came with the proper privileges.

But now, Al - especially agentic Al - is changing the very
nature of identity. Whether you're a CISO, CXO, or business
stakeholder, automated agents will create new opportunities
and challenges in your professional responsibilities as they
have the potential to be both exciting and troublesome. It

is this complexity in dealing with Al identity, privilege, and
entitlement management that gives me pause each and every
day.

On the one hand, this is now a Tier 1 strategic issue for all
organisations and their executive teams — and it will become
even more important as agentic cements its place in the
workforce (yes, agents are part of our workforce). This elevated
importance means business and technical leaders must
collaborate to understand and get to grips with how to manage
virtual identities for maximum business benefit and minimum
risk.

On the other hand, our long-standing identity frameworks
and paradigms are centred on human approaches to human
identities. These approaches simply cannot match the speed
and scale of agentic. We now have to think differently.
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The diverging paths of managing human
and agentic identities

Though we are developing new ideas around Al identity,
privilege, and entitlement management, we know
transformation will not take place overnight. In fact, on the
whole, we currently plan, act, and collaborate with Al identities
much as we always have with our human employees.

At Suez, we do adopt slightly different approaches for
identities on our information technology (IT) and operational
technology (OT) sides of the business. On the IT side, we are
just starting to integrate agents into mainstream use cases that
are not directly part of the OT framework. We're approaching
the agents-in-OT integration a little more slowly, since the OT
applications are mission-critical for us. Adopting a fail-fast
approach is indeed essential for the efficient, enterprise-wide
deployment of agents.

Right now, we manage automated virtual identities and human
identities more or less the same; we just manage the agent

like a service account, giving them specific privileges that are
well understood and properly governed. Ultimately, however,
we know we’re going to have to manage virtual and human
identities very differently, especially given how capable we
believe agents will prove to be.

For one thing, we're going to have to grant some privileges to
agents more narrowly than we do for humans. We’ll also need
to check them more closely and continuously. And finally, we’ll
have to transition them from a role-based identity framework
to a task-based approach.

Agents are going to become much more intelligent, solving
problems far beyond the initial scopes organisations assumed
when assigning those agents a task-based identity. Instead
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of focusing exclusively on pinpointing customer purchasing
behaviour, the agents may learn so much so fast that they may
‘stray’ beyond the presumed limits of their role-based identity.
It may be well intentioned, but the agents might end up making
their own decisions in other areas, such as who might receive
selective promotional offers.

Task-based identities are more complex both by definition
and necessity, which is a good thing as we move to agentic.
Increasingly, agents will be in a position to define their own
tasks based on what we ask them to do, so we have to monitor
and manage them so they don’t go outside the scope of our
assumptions.

Let’s be clear: We're not yet to the point where we can easily
and consistently manage our agents in this way. We will get
there, however, because we must. It will require us to carefully
review what an agent does from the beginning, which demands
arigorously planned and executed agent onboarding process.
If we are not managing that tightly enough, the agent will do
what it thinks it needs to do based on our directions.

Be transparent about transparency

We're hearing a lot these days about the need for organisations
to be upfront with customers, partners, and even internal end
users about the roles agents play in the execution of workloads
and use cases. I think it’s very important to have these
conversations now rather than a few years down the line when
agents are embedded in every corner of the enterprise, our
business processes, and our physical and virtual supply chains.

For me, as a CISO, trust is a final destination, but all
organisational leaders must do everything they can to enable
it. If you're using a tool such as an agent, you want to make
sure customers and partners aren’t taken by surprise by it.
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This is becoming trickier as agent identities get smarter and
more human-like. Some parts of your organisation will be more
comfortable with transparency than others — marketing will
likely favour a high degree of transparency, while finance, legal,
and R&D might want to play things closer to their chest. But

it always comes back to how this will appear to the customer:
Will they feel good about your company using agents to
streamline the process, or will they feel disenfranchised by
being ‘handed off’ to one? These questions must inform your
decisions on transparency regarding Al identities.

Naturally, there are going to be limitations, as there should
be. As I mentioned above, I'm generally in favour of as much
transparency as possible, but there are going to be limits. It’s
just not feasible to share a lot of details about the role of an
agent during a ransomware attack.

That’s why having humans deeply involved in granting,
managing, and evaluating agents’ identity-related behaviour
is so important. Someone needs to check what agents are
doing and ensure that they are learning the right things from
employees and gleaning the right insights about our business
processes.

As we develop Al and agentic identity strategies and tactics,
we must continue to keep in mind how much authority we are
willing to grant to agents — and how transparent we are willing
to be with external stakeholders about the use of agents.

Put your trust in zero trust

As organisations grant human-like privileges and credentials
to agents, there are important cybersecurity steps that should
be taken to protect against credentials theft. Foremost of
these is zero trust, which will become even more important

as agentic identities proliferate and gain more authority.
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Managing threats becomes more important than ever with
agentic identities, so it’s smart to go back to the basics using
zero trust.

Zero trust now is even more important because behaviour
detection, which has always been critical, has been made so
much more difficult with agents because of one of their key
benefits: speed. As cybersecurity professionals, we all know
that detection, prevention, and remediation cycles are spinning
faster than ever, and agents only accelerate that. Risks are
surfacing faster than ever, too; soon, we may find ourselves
longing for the good old days of zero-day attacks when
vulnerabilities surfaced and were exploited in ‘agent time’.

This means that zero trust principles and best practices need
to be applied universally, and lessons learned from zero trust-
based interventions must be integrated into agents’ identities
and privileges.

Another area where zero trust and other proven defence
methodologies can play vital roles is in limiting so-called ‘agent
sprawl’. The fact that agents are proliferating and popping

up in unexpected places throughout the enterprise should
surprise no one; we've seen this sprawl in every new technology
cycle. LANs, WANS, clouds, virtual machines, BYOD, SaaS
services — all of these have been forms of technology sprawl
over the past several decades, and agents will be no different.

Organisations are going to deploy agents faster and more
widely than expected. Business teams are standing up their
own agents just as they stood up their own private clouds and
IoT sandboxes; they want things to happen fast, and these
Al-savvy business stakeholders aren’t going to wait for IT. You
can’t stop this kind of sprawl.

What you can do, however, is take smart steps, such as
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creating a comprehensive, real-time inventory of agents and
putting hard limits on what they can and can’t do so they are
not deployed inappropriately. You also need to manage the
lifecycle of the agent, both with the right human oversight and
with clear ‘expiration dates’ based more on task completion
than on a rigid chronology.

Once again, this is where zero trust can be an important step
in preserving cybersecurity as well as in safeguarding digital
assets managed and trafficked by agents. It’s a strong belief
of mine that, while business users should be responsible for
agent ownership and management, IT and SecOps must be
deeply involved from the start to provide guidance and, where
necessary, guidelines.

Getting started

Whether you're a CISO, an IT director, a CXO, or a line-of-
business team leader, getting a handle on Al identity design,
monitoring, and management is critical to robust cybersecurity.

I would offer three major principles to guide you in getting
started. Not surprisingly, they run parallel to the key principles
of cybersecurity in general — detection, prevention, and
remediation.

« Visibility. In this Peer Insights guide and in other
cybersecurity advice, visibility is a recurring theme, and
with good reason. Without full, reliable, and real-time
visibility, you are more deeply at risk than you can imagine -
especially in the agentic era. You must get a clear inventory
of agents, including where they are, what they are tasked to
do, who ‘owns’ and manages them, and what their role-and-
task-based identities are.
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- Containment. As agents get smarter from learning from
humans and from other agents, they will automatically
gravitate toward other roles and tasks — unless their
identities have been created in a way to limit how far they
can stray.

- Recovery. When an agent does do something wrong,
we must contain any damage immediately and fully. The
fallout for the organisation has the potential to cascade
from operational damage and financial loss to reputational,
regulatory, and legal setbacks.

What is the best role for the CISO and equivalent cybersecurity
leaders in this model? Ideally, we shouldn’t have to act like
police, aggressively restricting access and standing in the

way of those trying to figure out how to use agents and their
identities in a responsible manner. If we are setting good
policies and practices in a clear, flexible manner, we can build
essential trust with the business teams using agents. We

want to move from a negative ‘don’t do that’ mandate to a
model where we are trusting, well-aligned teammates with the
business teams.

Another key concept to follow: Share the responsibility for
risk. That includes not only SecOps, IT, and the business
owners, but also the C-suite and the board. This should not
be delegated solely to the CISO because we shouldn’t develop
policies and rules around Al identity in a vacuum.

Identity policies and practices must be organisation specific,
taking into account each enterprise’s technology adoption
profile, risk appetite, and strategic business priorities. If we
want to use agents to enable the business and speed our time
to market, we may have to adjust our profile to be comfortable
taking on more risk, which demands that everyone must get on
board.
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Final thoughts on agentic identities

Developing and empowering agents with the right identities is
going to get more complex from here, especially as more agents
appear in previously unanticipated scenarios. A couple of
things to keep in mind:

Stick to the basics for agents’ capabilities and privileges.
Focus initially on what you want and need them to do rather
than on speculating what they can or could do. You'll learn that
fast enough. Sticking to the fundamentals may not be a very
exciting strategy, but, weighing the upsides against the risks,

it can provide the biggest benefit. Again, much of this comes
back to visibility, containment, and recovery in order to get a
360-degree view of what the agents are actually accomplishing.

Find ways to say yes rather than relying on punitive

steps that inhibit responsible experimentation. It’s
counterproductive for the CISO to tell people they can’t

use agents or can only use them in a limited way. A better
approach is to explain what the impact of a particular agent
being deployed without the knowledge or help of IT or SecOps
would be. Don’t give them a reason to sneak around your back;
it’s better to know what they are trying to do and give them
guidance.

Remember, the goal is to empower agents with the same kind of
rights, privileges, and authority you give to human employees.
Just remember to build and manage their agentic identities

in a way that encourages experimentation in an open, fully
transparent manner.

Thomas Billaut is Group Chief Information Security Officer at
Suez, a global provider of sustainable energy solutions.
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Key questions to ask and answer
on governing enterprise-class
Al and agentic systems

Al is unlike anything enterprises have seen before, and
governing this technology paradigm will require new ideas,
perspectives, and responsibilities. We hope you have found
value in the experiences and recommendations shared by

our authors. To help you apply these learnings in your own
organisations, we have compiled some key questions that you
can ask yourself and your teams to refine your strategies for
governing Al and agentic systems at scale.

Al governance preparedness questions

1. What is the probability of an Al-driven risk occurring, and
what is the potential impact if that risk becomes a reality?
Are we comfortable with this balance?

2. Where can we use frontier Al to test our governance
guardrails?

3. Do our governance frameworks work for both greenfield
processes and existing models where we're bolting on
agentic governance?

4. Where could we embed Al governance policies into
our technology tools so they show up automatically in
implementation?

5. Do we have team members who are knowledgeable about
Al governance, not just Al security? How can we ensure we
have this knowledge embedded in the team?
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. When our customers have a complaint or concern, do we

trust our Al agents to operate without human accountability
and still do the right thing to preserve the quality of those
business relationships?

. What approach are we currently taking to digital identities,

and do we need to review this in the light of agentic AI?

. Can we verify the integrity and safety of third-party Al

models and tools?

. Do our Al agents have broad permissions that can be

exploited?

10. If an Al agent goes rogue, how quickly can our SOC team

pick it up and remediate it?
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Al and agentic systems are being adopted

at a far faster pace than any technologies
that have come before. Business leaders are
naturally excited about Al's potential, but this
accelerating momentum raises questions
about how to deliver safe, secure, and tightly
governed systems at enterprise scale.

In this new Peer Insights guide, seven senior
security leaders share their recommendations
for creating and maintaining Al practices that
have enforceable boundaries and are secure
by design. This guide provides real-world
experiences of Al governance, along with
practical advice on how to tackle it in your
organisation.

We at Palo Alto Networks would like to thank
our contributing customers for helping empower
their peers by sharing their experiences of
governing Al at enterprise scale.
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