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Identity is the #1 attack surface in the enterprise. Attackers are not breaking in; they are logging in,  
and identity has become the enterprise perimeter. As frontier artificial intelligence models accelerate  
the discovery and chaining of vulnerabilities, organizations face a shrinking window to detect and  
stop attacks before they escalate. The 2026 Identity Security Landscape Report confirms the urgency: 
Machine identities outnumber humans 109 to 1, and 90% of organizations suffered an identity-related 
breach in the past year.

Idira® Identity Security unifies identity and access management, or IAM, privileged access management, or 
PAM, and identity governance, or IGA, into a single, AI-powered platform that helps organizations discover, 
control and govern every human, machine and AI identity. As organizations prepare for the next wave of 
frontier AI-powered threats, identity-centric security is critical to reducing exposure, containing risk and 
strengthening resilience.

•	 Discover: Continuously find every identity, entitlement and access path;
•	 Control: Replace static access with dynamic privileges, making zero-standing privilege the default;
•	 Govern: Automate the identity life cycle end-to-end to eliminate the “12-hour fragmentation tax.”

Matt Brady Paul Leonhirth
Senior Principal Researcher, 

External Engagement, Unit 42, 
Palo Alto Networks

Global Financial Services Industry 
Lead, Palo Alto Networks

https://www.paloaltonetworks.com/idira/identity-security-landscape-report
https://www.paloaltonetworks.com/idira
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Frontier AI Reshapes the 
Threat Landscape

TOM FIELD: With frontier AI, what’s Unit 42®️’s 
perspective on the post-Mythos era, which is 
evolving every day?

MATT BRADY: Frontier AI models like Mythos  
aren’t necessarily creating new vulnerabilities,  
but they are exposing existing ones. One example in 
the news is Squidbleed, a decades-old vulnerability 
discovered with the aid of Claude Mythos 
Preview. It’s been described as a Heartbleed-style 
vulnerability, and Heartbleed was in 2014, over a 
decade ago. These models are good at finding older 
vulnerabilities that could be exploited, both from a 
quickness standpoint and a scalability standpoint.

We’ve previously said in a number of materials we’ve 
posted publicly that we’re somewhere between three 
and five months away from these frontier AI models 
being weaponized by attackers. That clock has been 
ticking for weeks now since we published those 
materials, so it’s a ticking time bomb at this point. 
When we’re talking to organizations, we’re trying to 
get them to think about this in terms of three things: 
speed, scale and sophistication.

The speed and scale aspects we’ve already seen in 
our testing of models like Mythos. The sophistication 
piece is what’s next to come, and that’s going to 
come in the form of fully autonomous attacks. That’s 
where organizations are going to need to grapple 
with how they respond, in terms of mean time to 
detect and mean time to respond.

Accelerating Speed and Scale 
Through Frontier AI

FIELD: How will frontier AI models accelerate speed, 
scale and sophistication?

BRADY: The speed and scale are already here.  
In our testing with Mythos, in terms of finding and 
exploiting vulnerabilities at unprecedented rates,  
we did almost two years of pen testing in about 
three weeks. That’s the speed. In terms of scale, 
we think about vulnerability chaining across attack 
surfaces, including the concept of inside-out.  
We typically just think about outside-in, but now 
there’s inside-out too.

In our May Patch, we covered 26 CVEs. A typical 
month for us is fewer than five, so that’s more than 
a fourfold increase. Speed and scale are here. In 
terms of sophistication, these aren’t just going to be 
AI-assisted attacks anymore. Anthropic wrote about 
this recently, and they’re the experts, because they 
have access to these models and can see what’s 
being done. In the first six months of their analysis, 
33% of the threat actors they looked at, based 
on their risk-scoring system, were categorized as 
medium risk or higher.

In the next six months, that share jumped to 56%, 
almost a twofold increase. The sophistication is 
there. The question is how quickly we’ll see more  
of that in terms of the volume in the wild from  
threat actors, and that’s where our prediction of 
three to five months comes in. That’s where the 
concern comes from, from a detection and  
response standpoint.
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Financial Services’ Top AI 
Security Concerns 

FIELD: The IMF claims frontier AI models like Mythos 
could destroy the financial system. What are the top 
concerns you’re hearing from clients  
and partners?

PAUL LEONHIRTH: There’s certainly been a lot of 
concern. Things have settled down a bit now that 
both frontier models have been shared more broadly 
with the financial system’s security defenders. 
There’s a better understanding now than there was 
even a month ago about what’s possible.  
A lot of the hype has died down, but at the same time, 
things change every day. We’re seeing the speed, 
execution and vulnerabilities increase, and the bad 
actors now have access.

What we’re finding is our banking and financial 
services clients are starting to raise “what if” 
concerns: What happens if an AI agent shares 
confidential data or PII, misleads customers, moves 
money unexpectedly, executes improper trading 
algorithms, or engages in other rogue autonomous 
agent activity? There’s the shadow AI concept 
causing a number of issues with irreversible data 
loss, mainly from unsanctioned use of public 
generative AI tools by lines of business that security 
didn’t know about.

Rogue AI agents and unmanaged privileges are 
a concern as banks begin to deploy AI agents for 
automated trading, transaction monitoring, KYC and 
other activities that involve access to sensitive data. 
Firms are concerned about data being hijacked via 
deceptive prompts or jailbreaking and unauthorized 
financial transfers or activity conducted by agents. 
There’s also typical model theft and data poisoning, 
supercharged social engineering and fraud, 
impacting regulatory compliance and third-party 
risk management. All of those are top concerns for 
financial institutions right now.

BRADY: There’s a study I’ve cited in a number of 
client presentations that predicted AI-enabled fraud 
losses could reach $40 billion by 2027 in the United 
States, up from around $12 billion in 2023. 

“We’re somewhere between three and five months away from 
these frontier AI models being weaponized by attackers.” 

– Matt Brady
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Again: speed, scale, sophistication. Speed and 
scale are already here. On the sophistication side, 
think about account takeover attacks or fraudulent 
wire transfers at a bank. Some of these are 
AI-assisted attacks currently; deepfakes, for 
example, are enabling more effective fraudulent 
wire transfer attempts.

Now think about an agent, or multiple agents, 
inside an organization being weaponized to 
conduct fraudulent wire transfers or account 
takeovers autonomously and at greater scale.  
That needs to be the concern for financial 
institutions, because it’s not just the money 
going out the door; it’s the hit to consumer trust. 
Consumers have choices; they can go elsewhere 
with their business. This concept of autonomous 
attacks is right on our doorstep, both from an 
outside-in perspective and from an inside-out 
perspective when it comes to wire transfers.

Identity as the New Perimeter

FIELD: Unit 42 noted that 90% of the incident 
response cases it responded to last year were driven 
by identity weaknesses. Can you elaborate on that 
systemic problem?

BRADY: Identity is becoming the new perimeter. 
These attackers, whether nation-state or financially 
motivated, are increasingly logging in with stolen 
credentials and tokens. They’re exploiting fragmented 
identity estates to escalate privileges and move 
laterally. Organizations have invested more in 
interconnectivity to make the user experience more 
seamless. We’ve moved deeper into SaaS, cloud 
and hybrid environments, and identity is the linkage 
between users, machines, services and data. That’s 
why it has become this new perimeter.

Threat actors don’t necessarily need a sophisticated 
exploit chain. They’re logging in with credentials, 
hijacking sessions or using privileges that were given 
standing or simply mis-scoped. That creates an 
environment where lateral movement is easier than it 
should be, because identities carry more privilege than 
they need day to day.

LEONHIRTH: All these unmanaged machine or  
non-human identities have access to everything: API 
keys and service accounts. The agents are doing a 
lot more than people understand. We’ve organized 
it as “the way in” and “the way through.” The way 
in is identity-driven access, about 65% of all initial 
access we’re talking about. Instead of relying on 
software vulnerabilities, attackers are just logging 
in because they’ve socially engineered access 
to credentials. Social engineering and credential 
misuse account for about 21%, and insider risk 
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and policy flaws, allowing policies that let insiders 
engage in unknowing or malicious activity, are up  
to 11%.

And the second part of that is the way through: the 
escalation and lateral movement. Firms are relying 
too much on excessive trust that’s been left behind, 
giving excessive cloud provisions. The Unit 42 team 
looked at almost 700,000 cloud identities and found 
that almost 100% of cloud users’ roles and services 
had excessive permissions, many unused for 
about 60 days. We still see a lot of that on the way 
through: token misuse, OAuth misuse and inherited 
trust. We always say zero trust is the lack of implicit 
trust, and getting to zero-standing privilege is a goal 
for a lot of firms right now.

“It comes down to the core concept we talk to clients about: 
fighting AI with AI. If you’re not able to do that, you’re already 

fighting a losing battle.”
– Matt Brady

Governing Non-Human Identities at Scale

FIELD: Non-human identities now outnumber humans 
conservatively 109 to 1. What does that mean for 
security leaders trying to govern them in this age of 
AI agents?

LEONHIRTH: The 109-to-1 is just an average. In some 
firms, it’s much higher, and that ratio is probably going 
to increase. Financial services security leaders face all 
kinds of challenges, one being the unmonitored sprawl 
of machine accounts, with access to API keys, service 
accounts and autonomous AI agents. They don’t 
have clear ownership or documentation. That sprawl 
creates massive blind spots, orphaned accounts and 
people retaining credentials for agents long after the 
original project ends.

That’s the concept of DSP instead of just ZSP. DSP  
is dangerous standing. Unlike humans, machine 
identities typically operate 24/7 and have implicit 
permissions that don’t expire. When you compromise 
a machine identity, it gives attackers a high-leverage, 
very quiet path to move laterally.



Frontier AI and Identity Security in Financial Services 7

BRADY: These NHIs are typically long-lived 
credentials, inconsistently monitored, frequently 
overprivileged. When you think about having a true 
24x7x365 SecOps capability, you’re going to need 
that in this era of NHIs. You’re not just monitoring 
for deviations in human behavior from a nine-to-five 
standpoint anymore, so that becomes more difficult 
from a monitoring perspective.

From a macro standpoint, we talk a lot about the 
principle of least privilege for human identities,  
but it’s even more important to have something like 
the principle of least agency for agents, because if 
they’re operating autonomously, there needs to be 
governance in place to enforce what they are and, 
more importantly, what they’re not able to do.  
From a micro standpoint, some things that have 
worked for organizations combating identity-driven 
incidents include phishing-resistant multifactor 
authentication, whether passkeys or YubiKeys, 
making it harder for threat actors to obtain credentials 
or override the MFA in place and register a device 
they control, which is when they’re able to entrench 
themselves in a victim’s environment. Having an 
inventory and rotating machine identities or NHIs 
in general are critically important too, along with 
eliminating standing privilege. We know these 
identities are out there; the question is how we do a 
better job governing how long they’re allowed  
to operate.

The Challenge of Operationalizing ZSP

FIELD: Why is it difficult to operationalize ZSP within 
an organization such as a bank?

LEONHIRTH: Operationalizing ZSP in a complex 
financial institution often requires overcoming 
decades of technical debt and architectural sprawl. 

Machine identities or NHIs require 24/7 access to 
operate, with permissions that are difficult to revoke, 
and that often breaks the automated workflows  
firms have in place. Legacy infrastructure, 
mainframes, static shared credentials and older 
security protocols clash with zero trust or ZSP 
principles, so there’s a lot of change that has to 
happen on legacy environments.

There are fragmented identity silos as well. Large 
financial institutions juggle multiple disconnected 
identity systems across their on-premises and 
multi-cloud environments, which makes centralized 
enforcement of ZSP almost impossible without 
heavy modernization of the IAM or privileged 
access management stack. Most large financial 
institutions operate multiple disconnected identity 
systems simultaneously, for example, a legacy Active 
Directory for on-premises systems right alongside 
separate cloud-native IAM platforms, which causes 
defender teams to lose the end-to-end visibility that’s 
so critical to tracking threat actor activity.
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Why 90% Firms Still Suffer 
Identity Breaches

FIELD: Given that 90% of organizations suffered an 
identity breach last year, why hasn’t the industry 
solved this yet?

BRADY: We talk a lot about asset inventory when it 
comes to addressing exploitation of internet-facing 
devices. We need to treat identities the same way, 
having an identity inventory for both humans and 
NHIs. My short answer is that we need to manage 
and govern identities the same way we manage 
physical or digital assets.

LEONHIRTH: There are two or three key reasons. 
First, there’s no perimeter anymore. The shift to 
AI, cloud and software as a service makes identity 
defense even more difficult for firms. Second, 
there’s this massive machine identity sprawl: API 
keys and agents vastly outnumber human workers 
and operate 24/7 with broad implicit permissions. 
And third, there’s excessive or lingering trust; almost 
100% of cloud users’ roles and services have excess 
permissions, and we have to tackle that before we 
can improve the situation. A lot of that, at least in 
banking, financial services and insurance, comes 
down to fragmented identity silos: disconnected 
identity systems across legacy on-premises 
environments and multiple clouds, creating massive 
visibility blind spots.

What’s Next for AI and Identity Security

FIELD: A year from now, what would a financial 
institution look like if it implements AI and identity 
security correctly?

LEONHIRTH: We look at this in two areas. As some 
regulators say, they’ll know it when they see it, but 
we have to get ahead of this. One is an autonomous, 
machine-speed security operations center. We’re 
going to address analyst burnout by automating 
manual tasks and data collection, which can reduce 
analyst workloads by up to 75% and get mean time 
to respond down from days to minutes. That helps 
shift and triage low-level alerts and lets security 
teams focus on proactive threat hunting and 
strategic defense.

Second is ZSP across all identities, ending always-
on access, which is static administrative rights, 
and enforcing just-in-time access across all user 
permissions, so users get permissions only for a 
specific task and have them instantly revoked when 
the job is done.

And third is identity security for non-human 
identities across the whole workforce. Most large 
financial institutions have adopted secure by 
design and now secure AI by design: safe agentic 
workflows that protect the prompt. We’re doing that 
with our Prisma AIRS platform for governance - 
continually scanning for back doors, data poisoning 
and prompt injection, and securing AI gateways, 
which is one of the most critical things we’re doing 
with our Portkey acquisition for AI gateway security.
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How do we start radical consolidation and 
platformization by eliminating security silos? There 
are over 114 tools on average in most financial 
institutions just for security, so there are ways to 
take a good look at that for SOC transformation. 

BRADY: From a real-time SecOps perspective, it’s 
about detecting and responding at machine speed. 
MTTD and MTTR can’t be measured in hours 
anymore. The fastest cases Unit 42 responded 
to on average in 2025, from initial access to data 
exfiltration, took around 72 minutes. We need to get 
detection and response times down to single-digit 
minutes in the post-Mythos era; hours are no longer 
sufficient. 

From an attack-prevention posture, it’s about  
attack surface management, a concept that’s been 
around for a while but typically thought of from an 
outside-in perspective. We need to think about it 
from an inside-out perspective too, whether that’s 
rogue AI agents or vulnerable code running on 
internally developed applications the rest of the 
world may not even know about. If an attacker 
gets into a victim’s environment and weaponizes a 
frontier AI model, they’ll be able to figure out what 
that code looks like, bringing the exploitation from 
outside-in to potentially inside-out.

“We always say zero trust is the lack of implicit trust, and getting 
to zero-standing privilege is a goal for a lot of firms right now.” 

– Paul Leonhirth

From a Unit 42 services perspective, we’re bringing 
more of these services to bear with the problems 
we’re seeing firsthand from clients. Frontier AI 
defense is a core service that’s generated a lot 
of interest; we’ve had over a thousand briefings 
about it at this point. But it comes down to the core 
concept we talk to clients about: fighting AI with AI. 
If you’re not able to do that, you’re already fighting a 
losing battle.

Not everything we do at Unit 42 is reactive;  
a lot of it is proactive services, like the SecOps 
transformation. We’re trying to help organizations 
transform their capabilities before an incident 
occurs. Palo Alto Networks has made strides, 
because if you have a hundred-plus different tools 
in place, it’s not just enabling silos, it’s enabling a 
lack of visibility. You can’t fight what you can’t see, 
and that’s the core problem we’re trying to solve: 
bringing products and services that integrate and 
work together to help clients move faster.
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The Palo Alto Networks’ Approach

FIELD: How is Palo Alto Networks helping financial 
services customers address these security concerns 
in AI and identity?

LEONHIRTH: We use the concept of fighting AI with 
AI, because attackers also have these frontier AI 
models now, and the attack life cycle has compressed 
from days to minutes. These models are powerful,  
but they need the right scaffolding. Our leadership 
talks about the scaffolding for security we’ve built 
over the years: sensors across network, cloud, 
endpoint and browser that collect and correlate data 
to stop threats. To do that effectively, you need an  
AI-enabled data lake to bring it all together, which 
we’re doing with our Cortex XSIAM platform as well 
as our AI-driven SOC.

It’s about stitching together alerts and executing 
response playbooks, which helps financial institutions 
reduce MTTR from days to minutes. Then, when 
it comes to secure by design, it’s about building 
security in, not bolting it on. Our Prisma AIRS platform 
provides end-to-end security, securing prompts most 
importantly but also securing the custom AI models 
firms are using and helping protect against injection 
and data poisoning.

And finally, on identity security, we acquired 
CyberArk, and that’s our new Idira platform, the new 
name we just announced. It secures human, machine 
and autonomous AI agent identities, everything we’ve 
talked about, from ZSP to just-in-time access. It’s 
about having a platform that can natively feed identity 
context into both the network and SOC operations, 
so credentials can be instantly revoked if needed. 
That’s where a lot of the disconnect between identity 
and security operations is right now, and what we’re 
trying to address.

BRADY: 89% of the cases Unit 42 responded to 
last year were driven by identity weakness, so that 
capability is incredibly important for organizations 
going forward. From an attack surface management 
standpoint, something like Cortex Xpanse gets you 
visibility from an outside-in perspective, which is 
critically important, especially as frontier AI models 
have demonstrated the ability to rapidly identify and 
chain together exploits and use them as a foothold 
to get into networks.

Finally, our frontier AI defense assessment, 
which we brought to market very early after the 
announcement of Mythos, is designed to rapidly 
identify and remediate exposures. It also helps 
organizations assess their full security stack  
against our Unit 42 security blueprint and drive 
immediate transformation before exposures turn 
into business disruption.

We’re helping organizations identify weaknesses, 
prioritizing what to fix first, since that’s typically 
what clients look to us as experts for. Also the 
transformation piece: if you’re not transforming, 
you’re falling behind. Those are pillars of the frontier 
AI defense assessment.
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