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Objective

This whitepaper provides security leaders with a strategic, executive-level framework for Agentic 
Endpoint Security (AES). We’re going to dive into the critical blind spots introduced by AI agents 
and outline the foundational pillars we need to confidently secure the modern, AI-driven workplace. 

Executive Summary

The enterprise software landscape has completely transformed. We now live in a world where 
AI is no longer an optional side tool; it has become the core operating system of modern 
workplace productivity. Industry reports show that 67% of developers are actively leveraging 
AI in code development1, and 45% of Fortune 500 enterprises already have AI agents running 
in active production environments2. Looking ahead, industry forecasts project over 2.2 billion 
active autonomous agents in production by 2030 from workplace usage alone3. 

What this means in practice is a massive surge in software self-provisioning. Teams and their 
autonomous AI tools are continuously downloading non-binary software, such as browser 
extensions, IDE extensions, open-source packages, AI models, and Model Context Protocol (MCP) 
servers, straight from public registries. While this rapid adoption significantly boosts operational 
velocity, it simultaneously creates agentic blind spots. Traditional Endpoint Detection and Response (EDR) 
solutions do not offer the necessary level of protection against these new non-binary and agentic threats.

CISOs don’t need to slow their teams down; they just need the right visibility. Cortex® Agentic 
Endpoint Security (AES) is an entirely new security category built for this hidden layer. 
This paper presents a strategic blueprint structured around four core pillars: AI-Native Total 
Visibility, Context-Aware Risk, Proactive Governance and Control, and Real-Time Prevention. 
Securing today’s enterprise environment demands a best-in-class solution that seamlessly 
incorporates all four capabilities.

1.	 2025 Developer Skills Report, HackerRank, 2025

2.	 ​Examples of Agentic AI Use Cases in Marketing Ops (2026), Moveworks, April 23, 2026

3.	 ​Internal Palo Alto Networks & Cortex AES (Koi) Telemetry / IDC Forecasts

https://www.hackerrank.com/reports/developer-skills-report-2025
https://www.moveworks.com/us/en/resources/blog/agentic-ai-use-cases-for-enterprise-marketing-workflows
https://www.paloaltonetworks.com/cortex/agentic-endpoint-security
https://www.paloaltonetworks.com/cortex/agentic-endpoint-security
https://www.hackerrank.com/reports/developer-skills-report-2025
https://www.moveworks.com/us/en/resources/blog/agentic-ai-use-cases-for-enterprise-marketing-workflows
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Chapter 1: The Modern Attack Landscape and the EDR Blind Spot

The Problem: Inherited Trust and the Agentic Bypass 

Traditional EDR solutions are historically great at monitoring traditional threats like viruses and 
malware at the operating system level. These threats typically take the form of binaries, which are 
pre-packaged, executable files that the EDR can scan for malicious patterns.

However, the enterprise software landscape has fundamentally transformed. We have moved from 
a static environment to one where the modern software supply chain sits directly on top of highly 
trusted applications like Google Chrome, Visual Studio Code, and Node.js. These environments 
run what’s called “non-binary software” which include scripts, extensions, and plugins that execute 
inside the trusted application. These in-process elements do not run directly on the OS, and 
essentially lack their own distinct process for EDRs to track which makes them virtually invisible. 

Because EDR solutions inherently trust these host applications and processes, the non-binary 
software components running inside them are flying right under the radar. This creates a critical 
agentic blind spot that traditional tools simply were not built to see.

To further complicate the problem, autonomous agents represent a unique security challenge 
because they operate as authorized insiders. Unlike traditional malware which attempts to exploit 
vulnerabilities, an agent inherits an internal user’s identity, permissions, and active session tokens. To 
a traditional Identity and Access Management (IAM) tool or EDR, a risky agent pulling down a private 

repository or installing a new dependency looks exactly like a lead engineer performing a routine task.

Mapping the Agentic Attack Surface

The endpoint is no longer a static machine; it is a dynamic, continuously evolving assembly of non-binary 
attack points for attackers to exploit.

Component Type Examples Security Risk

AI Agents & 
Platforms

Cursor, Windsurf, Claude 
Code

Autonomous execution of multi-step tasks at machine 
speed without human review.

Extensions & 
Packages 

AI Extensions, Homebrew 
Packages, OS Packages, 
browser, IDE extensions, 
NPM code registries

Unvetted code running inside trusted processes with 
access to local files and network traffic.

AI Agent Extensions
Model Context Protocol 
servers, plugins, and skills

Protocols that allow agents to reach into external 
systems like Jira, Confluence, or cloud metadata.

AI Models

Hugging Face models 
(Llama-2-7B, Granite), 
Ollama models, internal 
fine-tuned models

Models operate outside the visibility of traditional EDRs, 
creating hidden vectors for untracked data exposure and 
executing of poisoned model weights.
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NPM + ETHEREUM

ChainDrop
A Shai-Hulud variant spread through compromised npm packages.
It propagated across developer environments, using the Ethereum
blockchain to manage its command-and-control infrastructure.

BROWSER EXTENSIONS

NPM + GITHUB

IDE EXTENSION

Glassworm
Invisible Unicode concealed the payload inside trusted developer tools.
The first known self-propagating browser-extension supply-chain worm,
spreading as compromised tools were used to build new software.

Shai-Hulud
A multi-wave worm turned developer credentials into lateral movement.
It reached hundreds of npm packages and thousands of GitHub
repositories, harvesting secrets directly from local environments.

TeamPCP (May 2026)
A poisoned update entered through a compromised maintainer account.
Vault tokens, SSH keys and cloud metadata were targeted in parallel.
Legitimate npx commands kept traditional endpoint controls quiet.

Real-World Threats in the Wild

Unfortunately, adversaries are already weaponizing this lack of visibility. New high-velocity 
threats are bypassing traditional EDR by operating entirely within the non-binary layer of trusted 
applications. The latest attacks include: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The verdict is clear: the lack of visibility into the agentic endpoint creates unmanaged risks. 
CISOs should not be stuck between choosing developer productivity or accepting unmanaged risk. 
To move forward, CISOs must move the defensive line to where the work is actually happening, 
and fuse agentic endpoint security into their EDR tools. 

Figure 1. Real-World Software Supply Chain Attacks
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Chapter 2: What makes AES different from AIDR 

Traditional defenses are hitting a wall. To bridge the gap left by legacy tools, a new category 
has emerged: Agentic Endpoint Security (AES).

AES is the AI-native control plane for the modern workspace. It provides security leaders 
with the visibility, context, and control required to govern the entire agentic device.

The Structural Reality: Why AIDR is Not Enough

As organizations scramble to secure AI, many vendors are repurposing existing technologies under 
the label of AI Detection and Response (AIDR). While these tools claim to secure the agentic 
frontier, they suffer from structural limitations that leave the enterprise exposed.

•	 AI Artifact Blind Spot: Agentic workflows and their related artifacts, such as agents, code packages, 
and MCPs/skills introduce entirely new entry points for attackers. Conventional AIDR solutions lack 
the deep understanding needed to evaluate these elements effectively. Without comprehensive risk 
scoring and contextual analysis of these AI artifacts, organizations cannot accurately gauge their 
threat exposure or build the granular runtime policies required to block these novel attacks.

•	 The Manual Opt-In Trap: Most AIDR solutions require developers to manually wrap their tools in proxies 
or instrument code with SDKs. This high-friction model leads to coverage gaps and incomplete security. 
If a developer forgets to link a new tool, its actions become completely invisible to your security team. 
True AES is natively provisioned, easy to deploy, and requires minimal work for employees to manage 
and deploy, Providing complete visibility shouldn’t be limited by manual intervention.

•	 The Telemetry Gap: Many tools rely solely on network-layer telemetry to solve the agentic 
endpoint gap, but relying on proxies is not enough. Native agent actions often occur entirely on 
the device without hitting a network proxy. True security requires in-process endpoint visibility 
to capture the full intent of an agentic session at the source.

•	 Reactive Post-Breach Response: Lacking in-process hooks, these tools can often only respond 
after a breach is detected. Their primary recourse is isolating the entire endpoint, and stops 
productivity in its tracks. AES acts with real-time policies and inline proactive protection to 
block threats before they ever occur.

To truly secure the agentic endpoint, you need more than just a list of AI tools. 
You need the four foundational pillars natively architected on your endpoint security.

Table 1. Capability Comparison of EDR, Exposure Management, UEM, and Cortex AES

Capability Endpoint Detection 
and Response

Exposure 
Management

Unified Endpoint 
Management Cortex AES

Primary owner Security Security IT Security + IT aligned

Core purpose Detect and respond Identify known issues Manage devices
Assess and manage 
security posture

Reactive vs preemptive Reactive Reactive Neither Preemptive by design

Binary software  Yes  Limited  Limited  Yes

Non-binary software  No  Limited  No  Yes

Marketplace, app store 
and registry coverage  No  No  No  Yes

Supply chain risk awareness  No  Limited  No  Yes

AI models, MCPs, 
Agentic Software visibility  No  No  No  Yes

Enforcement and 
remediation  Limited  Limited  Limited

 Security-driven 
     governance & remediation

Productivity-first design  No  No  Limited  Yes
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Chapter 3: The Four Pillars of Agentic Endpoint Security Every 
CISO Should Know

For CISOs, evaluating an AES solution requires maintaining the balance between security and 
organizational productivity amidst the age of AI. A true AES solution must be built on these four 
pillars to future-proof the organization against new supply chain threats.

 
 

 
Pillar 1: AI-Native Total Visibility

The first pillar is having complete, total visibility into every software artifact on the endpoint which 
is the foundation of strategic AES adoption. Having complete visibility creates the best foundation 
for further controls, policy, and response actions later in the kill chain. Traditional EDR misses many of 
the new non-binary endpoints which include autonomous agents, AI models, browser/IDE extensions, 
MCP servers, and marketplace sources in real-time. This means users are essentially self-provisioning 
an unmanaged software stack. Without total visibility, you have no way to map your exposure 
to supply chain compromises or track what AI has access to your data.

To securely navigate this shift, CISOs need solutions that provide continuous visibility both before 
and during runtime. This starts with a continuous inventory of all non-binaries to pinpoint unvetted 
shadow tools across registries and marketplaces. During runtime, security controls must rely on real-time 
behavioral mapping to record every AI agent’s actions. This includes user prompts, accessed files, 
and blocked activities, clarifying component permissions and defining the true AI attack surface.

Pillar 2: Context-Aware Risk

Point-in-time risk scans are no longer enough because AI components constantly change through 
updates or new skills loaded at runtime. CISOs need an AI-powered risk engine that delivers actionable 
protection on agent behavior. By continuously monitoring live sessions, protection adapts dynamically: 
automatically tightening controls when an agent’s behavior deviates from the user’s intent. When 
integrated with detection and response workflows, this allows security teams to move instantly 
to block a threat. This ensures your SOC is acting on real risks rather than chasing false positives.

�

�

�

�

Real-Time Prevention
Prevent malicious activity, unsafe interactions, and prompt injections in real time.

Proactive Guardrails & Control
Control what packages, extensions, and AI tools are allowed to be introduced or configured

Context-Aware Decisions
Translate complex security data into clear, context-aware decisions

AI-Native Total Visibility
Discover all AI artifacts and components

Figure 2. The Four Pillars of Strategic AES
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Cortex AES utilizes a context-aware risk engine to perform deep behavioral analysis without manual 
intervention. It generates granular risk scores based on reputation, code intent, and privilege boundaries. 
This ensures security teams understand not just what AI assets are installed, but the specific, dynamic 
risk they pose to their environment, eliminating delays in protection and driving policy enforcement.

Pillar 3: Proactive Governance and Control

In the agentic era, AI tools no longer operate in a vacuum; they inherit the user’s identity, credentials, 
and access rights. This means an autonomous agent essentially has the same power to read code, 
access databases, and execute system commands as your most senior engineers. To manage this 
risk, security leaders must govern the entire AI ecosystem by enforcing granular, least-privilege 
policies at the source.

If your only tool is a “block all” policy, it creates innovation friction that inevitably leads employees 
to find workarounds, introducing even more unmanaged risk. To solve this, AES injects lightweight 
execution hooks directly into the agent’s reasoning loop. This allows security teams to monitor 
agent intention before it is allowed to execute. If risk is found, AES allows you to instantly remove 
high-risk threats across your entire ecosystem with a single click. This immediate remediation and 
granular control moves beyond binary “allow or block” logic, enables safe adoption of AI, and allows 
productivity to thrive.

Pillar 4: Real-Time Prevention

Finding risk is only half the battle; the primary goal must be preventing threats from entering 
the environment in the first place. Modern supply chain attacks like TeamPCP or Shai-Hulud move 
at machine speed, poisoning repositories and harvesting credentials in minutes. A reactive detect 
and respond model is simply too slow for this reality. CISOs need a solution that functions 
as a proactive gateway, intercepting risky AI components before they ever install on an endpoint.

AES uniquely protects against these agentic agentic endpoint threats threats through mechanisms 
like Version Update Cooldowns and Inline Security Gateways. By intentionally delaying the auto-
installation of brand-new package versions, AES provides the necessary window for the security 
community to flag compromised updates before your developers or AI agents pull compromised 
code. This ensures risky updates are blocked before they are installed, stopping fast-moving attacks 
that reactive tools simply miss.

Chapter 4: Agentic Endpoint Security with Cortex

By integrating Cortex AES into Cortex XDR® and Prisma® AIRS ™, Palo Alto Networks provides the unified, 
AI-native control layer needed to secure the modern agentic endpoint. This platform driven approach 
allows SOC analysts to combine industry-leading agentic endpoint protection together with AI security.  
This allows employees to innovate with the best AI tools without the friction of lockdowns, as AES acts 
in real-time with policy-driven controls to block threats at the source before they can execute.

With AES, organizations can move from manual investigation to automated, real-time prevention at 
scale. Our production telemetry proves this value, having identified 188,000 unique non-binary items 
and proactively remediated 23,000 out-of-policy risks without disrupting developer workflows even 
internally at Palo Alto Networks. This centralized platform automates the discovery and removal of 
supply chain threats, giving CISOs the foundation to safely unlock the productivity of the AI era.

https://www.paloaltonetworks.com/cortex/cortex-xdr
https://www.paloaltonetworks.com/ai-security/prisma-airs
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Figure 3. A unified SOC with Cortex Agentic Endpoint Security

Conclusion: What’s Next in Next-Gen EDR

The rapid adoption of Agentic AI, MCP servers, and open-source software demands a shift 
in how CISOs approach endpoint protection. We cannot govern what we cannot see, and traditional 
tools were not built for this architecture. Agentic Endpoint Security is no longer a luxury; 
it is a foundational requirement for any security leader looking to safely unlock the benefits of AI.

Cortex® AES provides the definitive blueprint to future proof your organization. Whether you deploy 
it as a standalone solution alongside your existing EDR or as an integrated module within the Cortex® 
platform, AES serves as your AI-native control plane for device security. By combining total visibility 
with LLM-powered risk intelligence, real-time policies, and granular AI governance and controls, you 
can confidently empower your teams to build the future without compromising your security posture. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

To learn more about how to stay ahead of AI threats and secure your environment, visit 
paloaltonetworks.com/cortex/agentic-endpoint-security or schedule a demo with our account team.

4.	 ​Customer Case Study: Cambia Health Solutions, Palo Alto Networks, 2026

https://paloaltonetworks.com/cortex/agentic-endpoint-security
https://www.paloaltonetworks.com/cortex/agentic-endpoint-security

