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Executive Summary

The security industry has successfully transitioned toward AI-driven, inline protection, 
creating robust defenses at the application layer—from URLs and domains to payloads. 
However, as these higher-level controls have matured, adversaries still frequently route 
malicious traffic through the foundation of internet connectivity—the IP layer.

By manipulating traffic and operating at the IP layer, threat actors aim to fly below the 
radar of standard application-level detection. This tactic strips away connection signals 
and weaponizes, creating a “contextual vacuum” that autonomous, agent-based threats 
are uniquely positioned to exploit.

This report examines the mechanics of connections that remain invisible to the 
application layer. It also underscores the necessity of closing the systemic visibility 
gap by extending real-time verification and context-based analysis down to the 
network level.

The Visibility Gap in High-Evasion Traffic

Industry standards have historically prioritized hardening defenses 
around payloads, URLs, and domains. While security solutions 
have reached high levels of efficacy at these layers, detection 
capabilities at the foundational network layer have not seen the 
same degree of evolution.

Attackers can capitalize on this disparity through network traffic at 
the internet edge to evade threat prevention. Rather than breaking 
through security controls, this effectively starves the security stack 
of the telemetry these controls need to function. 

By degrading connection context, dynamically evading detection 
through shared infrastructure, and using AI to scale these tactics 
at high velocity, attackers create a contextual vacuum. Traffic is 
frequently granted passage simply because it lacks the traditional 
high-level markers that trigger modern security logic. This vacuum 
can leave enterprises unaware of threats that blend seamlessly into 
the core fabric of internet traffic.

How Attackers Achieve Systematic Evasion

Strip Away the Signals of Detection

To evade detection, attackers target the foundation of modern 
security—that is, the inspectable signals. By pivoting to direct-to- 
IP communication, adversaries move beneath controls that rely  
on domains and URLs, effectively starving the security stack of  
vital telemetry.
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What You’ll Learn
•	How threat actors can 

evade prevention at the 
internet edge.

•	The structural failure 
of relying on historical 
reputation for security.

•	The new architectural 
mandate for real-time 
connection verification.

Autonomous agents are 
compounding enterprise exposure 
at unprecedented speeds, leveraging 
tools like GPT-4 to independently 
exploit 87% of documented 
vulnerabilities autonomously.3

Relying on historical reputation 
is no longer a viable defense 
when 37% of direct-to-IP tra�c 
intentionally camouflages itself 
within highly reputable CDN 
and cloud environments.2

By shifting to direct-to-IP 
communication—which now makes 
up 23% of malware tra�c—adversaries 
are successfully starving traditional 
security stacks of vital telemetry.1

Bypassing the 
application layer

Exploiting the 
trusted infrastructure

Scaling compromise 
through AI

1–2.   �According to internal Palo Alto Networks Unit 42 research on Advanced WildFire® data collected August 2024–September 2025.

3.	 Fang, Richard, Rohan Bindu, Akul Gupta, et. al., LLM Agents can Autonomously Exploit One-day Vulnerabilities, arXiv, April 17, 2024.

https://arxiv.org/pdf/2404.08144
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These evasive approaches are not merely theoretical. Even classic threats like WannaCry, which continues to 
linger in modern variants, use fake Server Name Indicators (SNIs) in direct-to-IP connections to spoof legitimate 
traffic and bypass network security devices. When these “raw” or spoofed connections route through trusted 
content delivery networks (CDNs) or cloud providers, they scramble verification, leaving security teams without 
the context needed to verify the destination or intent of the session.

Camouflage Their Attack Paths

Adversaries exploit network routing and covert discovery mechanisms to mask their intent. Recent, high-
evasion threats, like GlassWorm, use ultracovert channels such as Solana blockchain memos to discover 
command-and-control (C2) destination IP addresses without ever resolving a domain. By bypassing 
traditional DNS, they eliminate the high-level markers that modern security logic requires to function. For 
scans and exploits, adversaries use AI and proxies to rapidly rotate source IP addresses, making it impossible 
for databases tracking malicious IP addresses to keep up. 

The same logic applies to hosting infrastructure on CDNs and cloud providers. Because critical apps rely on 
these same IP address ranges, security teams cannot use simple IP address-based blocking without risking a 
business outage.

Weaponize AI Agents and the Expanded Exposure

Widespread agent use allows attackers to evade detection while opening new attack surfaces. 

On the offensive side, attackers use AI to generate an influx of transient IP addresses. Simultaneously, AI agent 
adoption expands the enterprise attack surface. By hosting services or interacting with data using direct-to-IP 
connections, these agents create new exposures and make endpoints vulnerable to hijacking.

Breaking Point of the Legacy Risk Model

While modern security stacks excel at session inspection, the legacy 
methods used to filter IP layer connections rely on the assumption 
that threat intelligence is both comprehensive and current. In reality, 
the technical limitations of reputation feeds create a permanent 
shadow window for adversaries.

•	 The intelligence deficit: Standard threat feeds are missing 
more than half of the picture. We found that 52% of IPs from 
direct-to-IP connections were completely absent from the 
open-source intelligence feeds, which is commonly used as the 
basis for tracking malicious IP.4 

• 	The 20-day window of exposure: When a malicious IP address 
is eventually identified, an average 20-day lag occurs before 
standard threat feeds cover it.5 This lag creates a three-week 
window where attackers operate with reputational cover, while 
the defense is still waiting for an update.

• 	Capacity limitations: Despite having the most comprehensive intelligence, a physical firewall can hold 
only a small fraction of the millions of malicious IP addresses active at any given time. Because the volume 
of ephemeral, AI-generated threats vastly outpaces standard infrastructure capacity, organizations are 
inherently forced to operate with incomplete visibility. That is, even known threats slip through when 
architectural memory is maxed out.

of malicious IP addresses used for 
direct-to-IP connections are 
absent from standard open-source 
threat feeds.

52%

the average lag time before a threat 
is added to an open-source feed.

20 DAYS

4.	 Palo Alto Networks Unit 42, internal research.

5.	 Griffioen, Harm, Tim Booij, and Christian Doerr, Quality Evaluation of Cyber Threat Intelligence Feeds, TU Delft, Cyber Security Group, January 1, 2020.

https://www.cyber-threat-intelligence.com/publications/ACNS2019-feedtimelineness.pdf


5Attackers Are Evading Threat Prevention at the Internet Edge

Redefining Risk at the Network Edge

Closing the visibility gap requires moving beyond static, point-in-time defenses. To address 
the contextual vacuum that adversaries are actively exploiting, security leaders must audit the 
foundational assumptions underpinning their network risk models. Continuing to operate on these 
outdated premises actively exposes the enterprise to systematic evasion.

Assumption 1 

Historical IP Address Reputation and Infrastructure Origins Are Reliable 
Indicators of Intent

•	 The flaw: Legacy models rely on a broken binary of known-bad feeds and known-
good infrastructure. Evasion tactics now outpace static lists, leaving half of malicious IP 
addresses undetected for weeks. Simultaneously, attackers weaponize trusted CDNs, 
turning simple IP address blocking into a severe business continuity risk.

•	 The reality: The absence of a negative reputation score does not equate to a 
safe connection, just as routing through a reputable CDN does not guarantee 
benign intent. Risk evaluation must evolve to verify the real-time behavior of every 
connection, treating reputation lists and infrastructure history as mere baseline filters 
rather than definitive verdicts.

Assumption 2
Securing the Application Layer Secures the Session

•	 The flaw: Industry standards focus on hardening defenses around payloads, URLs, and 
domains, assuming this provides comprehensive coverage of C2 traffic.

•	 The reality: Attackers can bypass these upper-level controls through direct-to-IP 
communications, which starve the security architecture of the signals it relies on. If 
an enterprise’s risk model assumes application-layer controls provide full visibility, it 
accepts a massive, systemic weak spot at the foundational protocol layer.

Assumption 3 
Static Intelligence Can Manage Dynamic Threat Volumes

•	 The flaw: Legacy filtering methods rely on the assumption that threat intelligence 
feeds can maintain a comprehensive, current list of malicious connections.

•	 The reality: The sheer speed of AI-generated attacks has broken the math of 
static blocklists. Adversaries move faster than any standard threat feed can update, 
creating an average 20-day window of exposure. Modern risk strategies must 
recognize that relying on static intelligence to fight a highly dynamic, AI-accelerated 
adversary is a structural point of failure.



The New Mandate: Real-Time Verification at the  
Connection Layer

Security architectures have historically prioritized inspecting the internal mechanics 
of a session, relying on advanced intelligence to identify and block malicious payloads 
at the application layer. At the foundational network layer, however, the industry has 
long relied on a binary risk model—filtering traffic based on static threat feeds and 
historical infrastructure reputation. As adversaries have evolved, this static approach 
to connection destinations has reached its breaking point.

Attackers can operate beneath upper-level controls to exploit the limitations of legacy 
filtering. By weaponizing shared infrastructure for reputational cover and using AI to 
generate high-velocity, transient threats, modern adversaries move exponentially 
faster than any static intelligence list can update. The result is a reality where the 
mechanisms historically used to filter traffic are turned against the enterprise, 
rendering static, known-good, and known-bad models as a systemic point of failure.

The ultimate takeaway for security leadership is that risk can no longer be evaluated 
through a point-in-time, historical lens. While advanced inspection remains critical 
for session integrity, modern security postures must extend continuous, real-
time verification down to the connection itself. Closing this systemic visibility gap 
requires moving beyond legacy assumptions about IP layer destinations, and instead 
mastering the context, behavior, and real-time intent of the traffic flowing through the 
network layer.

About Unit 42

Palo Alto Networks Unit 42® brings together world-renowned threat researchers, elite 
incident responders, and expert security consultants to create an intelligence-driven, 
response-ready organization that’s passionate about helping you proactively manage 
cyber risk. Together, our team serves as your trusted advisor to help assess and test 
your security controls against the right threats, transform your security strategy with 
a threat-informed approach, and respond to incidents in record time so that you get 
back to business faster. Visit paloaltonetworks.com/unit42.
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