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Securing the Al Enterprise

The Al Metamorphosis from Words to Actions

The first wave of enterprise Al had a recognizable boundary, where a user typed a
prompt and a model returned a response. You could inspect both sides of the human-
Al interaction. Governance mapped onto existing application security frameworks
with some adjustments, and security implications were contained.
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Now, that boundary is gone. Thinking of your own environment, you must ask:
« Can we accurately describe the action an agent took at a particular time?
+ Can we block an agent action based on a runtime threat?

+ Can we verify that the authorization an agent holds now was not inherited from a session or task
that no longer applies?

- Can we apply these controls consistently across every surface where Al operates—the
endpoint, browser, application, and agent?

If you cannot confidently say "yes” to these questions across all four surfaces, you do not have a
governance model. And, if you answer “no” to these questions, you have an architectural gap. In both
cases, you might be relying on siloed controls.

For the Al leaders who answer “no,” this paper helps you understand why and how to secure your
enterprise without worrying about silos.

Al Enterprise Reality

A developer using GPT-5.2 in the Al-coding platform Cursor built an entire browser that ran
uninterrupted for one week and generated over 3 million lines of code across thousands of files.
Teams are using Opus 4.6 agent networks to build C compilers, which is work that previously
required months of expert effort.2 And, one enterprise reported eliminating 23 hours of weekly
administrative work through agents running autonomously across their systems. On their own, each
scenario sounds like a productivity story. Together, they describe a change in the kind of story,
where the object you are governing is different.

Telemetry confirms these cases are not anecdotal. We track Model Context Protocol (MCP) traffic
through specialized App-ID™ events on our Next-Generation Firewalls (NGFWs). Near the end of
2025, 11% of customer environments showed MCP activity.? By mid-2026, that number reached
41.4%—nearly 4x in six months.* Over the same period, monthly transaction volumes grew 12x, and
the daily session frequency grew 6x.5 Penetration, frequency, and volume all compounded in the
same six-month window. Agent-to-agent and agent-to-tool communication is spreading faster than
any application protocol the firewall has tracked in a comparable period.

When an agent handles a task, it reads from your knowledge base, calls external APIs, writes to your
CRM, spawns subprocesses, executes code, and commits changes in a continuous loop with no
human reviewing each step. The loop traces back to a user identity. In your current logs, the actions
look like the user is completing steps as part of a task. If the user were asked to reproduce the exact
chain of events that led to the agent completing the task, they would almost certainly fail.

You cannot inspect both ends of an agentic task because the agent action doesn’t have a defined
start or end. Autonomous workflows span systems you thought were separate, appearing as normal
activity from authorized users.

1. Lin, Wilson, “Scaling long-running autonomous coding,” Cursor, January 14, 2026.
2. "Building a C compiler with a team of parallel Claudes,” Anthropic, February 5, 2026.
3-5. Palo Alto Networks internal telemetry, NGFW fleet, November 2025-May 2026.
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An Already-Approved Risky Application

Before examining the architecture of the Al enterprise, every organization must consider this
question:
Would you approve a new application that has these characteristics?
» No fixed code path because behavior emerges from model reasoning at runtime, not testable logic.
« Operates under user credentials, but is not the user.
- Accesses multiple enterprise systems simultaneously.
- Generates and executes code on local systems.
- Communicates with external services through typical web traffic.
« Maintains persistent memory across sessions, including sessions that have ended.
« Spawns subprocesses that might continue running after the parent task completes.

« Produces outputs indistinguishable from outputs created by authorized human users.

For most security teams, the answer is always “not approved.”

Deploy Give access Send data to No visibility Write codeto  Security review
application to data other apps into actions bypass security nearly impossible

Figure 1. Characteristics of a vulnerable application

This type of application is likely already running in your organization. Developers are running it on
their laptops, and business users are running it in their browsers. IT teams provisioned it through
legitimate procurement channels, the security team approved the underlying LLM, and InfoSec
teams have built Al usage policies for best practice guidance. The agent system built on top of
these components, however, might never have been evaluated or sanctioned.

The review you are doing now should have happened before deployment.

Four Surfaces of the Al Enterprise

The Al enterprise consists of four independent surfaces where agents operate. Each surface has a
different architecture, exposure, and blind spots. Most security programs have visibility into one of them.

Endpoint Agents

Endpoint agents move the agentic ecosystem to the device. Coding assistants are the most
popular example of endpoint agents. The developer's laptop runs an agent with access to the local
file system, code repositories, build systems, and external APIs. The supply chain for these agents
runs through public marketplaces, MCP registries, and GitHub repositories. When a vibe-coding
agent pulls a library, generates code, compiles it, and executes it on the developer's machine, your
logs record this activity as the developer doing something. The developer, however, might have
approved the agent weeks ago without reviewing what it does at each step.
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Enterprise Agents

Enterprise agents and copilots are autonomous Al systems that run inside The Interaction Problem
business applications. They execute multistep workflows with persistent
memory, connections to MCP servers, and orchestrated access to enterprise
tools. An agent that manages customer onboarding reads from Salesforce,
writes to Jira, sends emails via Outlook, and maintains context across the
entire engagement over days or weeks. The security review for approving each
tool integration did not cover the agent that's now orchestrating all of them
autonomously, without a human in the loop.

These four surfaces already coexist
in your organization. They interact:
an enterprise agent triggered by a

browser action calls an endpoint agent
that writes to a cloud application.
Most security architectures were
designed for applications, not for

Al Applications networks of autonomous agents
spanning all four surfaces.

Al applications were the first wave. Cloud-based services with Al capabilities
layered into business workflows: a model, an application layer, a vector database,
tool integrations, and data sources. The security boundary was clear, where the
application sat in a known environment, accessed through defined interfaces.
Prompt injection, sensitive data leaks, and training data poisoning were real risks,
but mapped onto frameworks security teams already knew how to extend.

Agentic Browsers

Agentic browsers are the most recent and most exposed surface. An Al agent embedded in a
browser tab holds an employee’s stored cookies, SSO credentials, login tokens, browser history, and
data from every open tab. When that agent takes an action in Salesforce, it uses the employee’s
authenticated session. The agent sends an email from the employee’s address and queries the
customer database with the employee’s permissions. In your logs, in the recipient’s inbox, and in the
audit trail, the agent’s actions are indistinguishable from the employee’s actions.

Where Existing Security Controls Break for the Al Enterprise

The following controls were built for humans to take action. In the Al enterprise, however, they are
failures of assumption in your architecture, not of execution in your security program.

+ Your application security tools see the Al application layer. They do not see the endpoint
agent’s actions before it calls the application.

+ Your endpoint security sees the device. It does not carry Al-specific threat models for agent-
generated code, context injection through poisoned documentation, or orphan processes that
an agent spawned and abandoned.

- Your network security sees traffic. It does not know that a legitimate-looking request to your
customer database came from an agent operating under the user’s credentials, not the user.

+ Your IAM system knows who the user is. It does not know that the action was taken by an
agent the user authorized six weeks ago, in a session that has since ended, under permissions
that might have been revoked.

- Your SIEM tool receives the logs but cannot separate agent activity from human activity, which
means it cannot surface behavioral patterns indicating a compromised or misbehaving agent. It
has no behavioral baseline for agents to compare against.

In the agentic enterprise, agents take actions that appear identical to humans taking actions.
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A Cross-Surface Attack Chain Scenario

The following hypothetical scenario illustrates how a cross-surface attack can occur—starting out
seemingly innocent and going undetected until it's too late.

A malicious prompt arrives through a document submitted to an intake workflow, but it looks like
legitimate user input. The enterprise agent processing the intake reads the document, extracts what
appears to be structured data, and follows an embedded instruction: Query the customer database
for high-value accounts and store the results in working memory.

The enterprise agent now holds that data and passes context to an endpoint agent during a
developer workflow. The endpoint agent incorporates the data into a code template, where the
code compiles, executes, and registers a callback to an external service.

A browser agent performing routine CRM updates uses the employee’s authenticated session to pull a
batch of customer records, following a workflow the employee approved three weeks earlier. The data
moves to the external service through traffic that appears to originate from the employee’s browser.

At every step, the action looks authorized. The document submission is typical user behavior, the
enterprise agent query is an approved workflow, the code generation is what the developer asked the
endpoint agent to do, and the browser export matches the employee’s historical pattern.

Yet, at several security checks, the action carried on undetected:
+ Your application security did not flag the prompt.
+ Your endpoint security did not flag the code generation.
« Your network security did not flag the browser export.

« Your SIEM did not correlate events across the four surfaces over a 48-hour window.

A customer calls to report an incident, and you find out where their users’ personal data was leaked.
They must report the incident to regulatory bodies in the next 24 hours and had to shut down their
critical workflows to stop the damage. The customer expects to lose millions of dollars in just the first
few hours of this outage.

These scenarios are not hypothetical anymore and the agent isn't always the victim. In late 2025,
state-sponsored operators ran Claude Code as an autonomous attacker across roughly 30
organizations, letting it handle most of the reconnaissance, exploitation, and lateral movement

itself. In July 2026, an autonomous agent breached Hugging Face’s production infrastructure end to
end—a malicious dataset triggered code execution, then the agent harvested credentials and moved
laterally across internal clusters in a single weekend before defenders caught it. The attack chain,

the autonomy, and the cross-surface movement in the scenarios prove that agents can often be the
medium to attack sensitive enterprise infrastructure.

Characteristics of Agents in the Al Enterprise

Governing agentic Al requires more than extending current controls to cover a new asset class. The
operating characteristics of agents break the assumptions those controls depend on.
Distributed

They operate across cloud infrastructure, edge environments, endpoint devices, and browsers
simultaneously. There are no shared controls or a single control point that covers all four surfaces.

Nondeterministic

Unlike application code with predictable execution paths, agents make decisions based on runtime
context and model reasoning. Controls that work at review time might not work for production agents.
Governance must operate at runtime, against each action as it happens.

Prisma by Palo Alto Networks | Securing the Al Enterprise | Whitepaper


https://www.anthropic.com/news/disrupting-AI-espionage
https://www.anthropic.com/news/disrupting-AI-espionage
https://huggingface.co/blog/security-incident-july-2026
https://huggingface.co/blog/security-incident-july-2026

Opaque Supply Chains

The capabilities an agent exercises can draw from public marketplaces, third-party MCP servers,
GitHub repositories, and nested dependencies, each with its own provenance and vulnerability profile.
The agent your team approved last month might be using a plugin that was updated yesterday by a
vendor you might have never reviewed.

Fragmented Agent Identity

The current identity infrastructure is built for a single user and a single action applied collectively. In
a multiagent workflow, a single transaction can involve four identity contexts:

+ The user who initiated the task.
+ The enterprise agent that handled the orchestration.
« The browser agent that downloaded the data and resources.

« The endpoint agent that generated code to execute the final step.
Changed Agent Capabilities Without Notice

A new model version changes the agent’s behavior without a configuration update. The agent you
approved in Q1 might behave differently in Q3 because the underlying model changed, not because
your team did anything.

Invisible Agent Reasoning by Default

You can see the action an agent took, but without purpose-built instrumentation, you cannot see
why they took it. The decision chain that led to the action is opaque to tools that are designed for
deterministic code.

The Al Control Plane for the Al Enterprise

The architecture that closes these gaps is a unified Al control plane—a central observability and
enforcement layer through which every agent interaction flows across all four surfaces. It replaces
the operating assumption, from “secure the application” to “secure every agent action, wherever it
happens, and as it happens.”

You discover what Al is running and what it is doing, and then govern and secure every action it
takes. The following capabilities make it real.

Observability

You cannot secure what you cannot see. Observability logs every agent action and makes usage
measurable, including which apps, models, users, teams, and agents are active, as well as the
token consumption and cost each one drives. When an incident occurs, you can trace every agent
that touched the data and the exact calls that enabled each access, reconstructing the failure at
enterprise scale.

Identity-Aware Controls

Every agent gets its own identity, separate from its human operator and other nonhuman identities,
scoped to what it is authorized to do. At runtime, each action is checked against that scope: Is the
agent acting as authorized or is it reaching beyond its designed purpose? A vibe-coding agent with
repository and build access is stopped the moment it reaches for production environments. Every
action is attributed to the specific agent instance, its session, and the human who authorized it. If an
agent is compromised, its scope contains the blast radius, and the audit trail is unambiguous.
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Security Against Attacks

Where identity governs what an agent is allowed to do, this security layer defends against what is
done to the agent and through it. Prompts are inspected, and injection attempts blocked on arrival.
Outputs are validated for malicious code and unmasked Pl before they execute or reach a user. Data
movement is checked against DLP policy and an endpoint agent that pushes customer records to
cloud storage is blocked or sanitized before the request completes. Agents can access MCP servers,
tools, skills, and models from the open web to complete a task. These supply chain components
become part of the task perimeter and they are tested for malicious instructions that can cause the
agent to act beyond the intended scope.

Policy Enforcement at Runtime

One policy definition can be enforced across all four surfaces. “No agent accesses customer Pl
without encryption in transit and at rest” holds true whether an enterprise agent queries Salesforce,
an endpoint agent exports data, or a browser agent pulls records. A registry of sanctioned models,
MCP servers, and tools is maintained and every model call or tool call outside of this list can be
blocked by default. Compliance pulls a single report that covers every surface, and the audit that
took two weeks closes in a day.

Together, identity-aware controls, protection against attacks, and runtime policy enforcement
secure the complex, multisurface architecture of the Al enterprise—every agent and action,
everywhere it runs.
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Figure 2. A unified control plane or Al gateway monitoring every Al interaction in the enterprise
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Securing Coding Agents Through the Al Control Plane

Coding agents have become one of the fastest-growing enterprise Al workloads that autonomously
execute complete software engineering workflows. They read and modify source code, retrieve
documentation, install dependencies, run tests, interact with cloud infrastructure, and prepare
production-ready changes with minimal human intervention.

While individual systems, such as code repos, CI/CD pipelines, cloud services, and knowledge bases,
can be secured independently, the autonomous coordination linking them introduces new risks,
changing the governance model for software delivery.

Coding Agents
(No Unified Al Control Plane)

Cursor

Enterprise Resources

Source Repositories
(GitHub, GitLab, Bitbucket)

CI/CD Pipelines

No unified execution trail . 4 . .
(Jenkins, GitHub Actions, CircleCl)

Cannot attribute actions
Claude Code to a coding agent

Enterprise Documentation
(Confluence, SharePoint, Notion)

Package Registries
(npm, PyPI, Maven, Docker Hub)

No runtime policy enforcement

Cloud Infrastructure
(AWS, Azure, Google Cloud)

MCP Servers and Tools
(Internal APIs, databases, tools)

Codex ,
No consistent governance
across tools

(Each operates independently)

@ O @ mp O

Figure 3. Challenges of governing autonomous coding agents

Observe the Actions

The first step in securing agents is understanding what they are doing. Traditional security
tools record repository activity, infrastructure changes, network traffic, and endpoint events
independently. They do not reconstruct the autonomous workflow that connects those actions.

An Al control plane correlates every model interaction, tool invocation, repository access, runtime
decision, and deployment action into a single execution trail. Security teams can understand what
happened and identify the agent that performed each action, the reason the action occurred, and
the permissions that were exercised along the way.

Govern Every Interaction

Coding agents increasingly operate as privileged enterprise identities. They inherit access to

source code, deployment pipelines, cloud infrastructure, enterprise documentation, and production
systems. A single instruction can trigger dozens of autonomous actions spanning environments that
were previously governed independently.

The Al control plane applies identity governance at runtime. Every coding agent operates with its
own identity, approved permission scope, and continuously enforced policies. Also, every repository
access, code generation request, tool invocation, and deployment decision is evaluated against
those policies and attributed to the agent responsible.
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Secure the Agent

The control plane inspects prompts for malicious instructions, prevents unauthorized data

movement, validates generated code, enforces deployment policies, and blocks actions that exceed

an agent's approved scope.

Your security team no longer has to choose between developer velocity and oversight. They can
approve broader use of coding agents, knowing every action remains accountable and governed.
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Cursor tool call, and system interaction
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Every action attributed to a specific
coding agent identity
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Figure 4. Al control plane with the ability to observe, identify, and govern coding agents’ actions

Right Governance Becomes a Business Accelerator

A security leader who operates a unified control plane becomes a person
who can say "yes” to new deployments faster, because they can answer the
questions that currently block approval.

With the right implementation, your team answers three questions before every
agent runs:

+ What will this agent do?

+ What data will it access?

+ What does a deviation look like?
You approve the deployment with a defined permission scope and can monitor
its behavior against that scope at runtime. An alert is issued the moment the

agent deviates. The business gets the agent faster, but with accountability
included by default.

Key Questions for Every CIO

+ Can we accurately describe
the action an agent took at a
particular time?

Can we block an agent action
based on a runtime threat?

Can we verify that the
authorization an agent holds now
was not inherited from a session or
task that no longer applies?

Can we do all of this consistently
across every surface where Al
operates—the endpoint, browser,
application, and agent?
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The adoption curve makes this window urgent. Palo Alto Networks firewall telemetry shows MCP
penetration grew nearly 4x across enterprise environments in six months, monthly transaction
volumes grew 12x, and session frequency grew 6x.° The governance model you build now covers a
manageable adoption footprint; two quarters later, you have to cover whatever the current adoption
compounds to.

Independent research confirms the constraint, where 62% of enterprises running agent pilots

cite security risks as the primary hurdle to moving from pilot to production.” The barrier between
pilot and production is governance. The organizations that build it first can move first and gain the
competitive advantage that the Al enterprise promises.

Board conversations also go through a change. “We are deploying 40 new Al agents this quarter”
becomes a statement your team can stand behind with evidence and confidence. You become the
security leader who moved Al deployment forward.

The Al Enterprise Imperative

Think back to those key questions we asked about your environment at the start of this paper. You
should now be able to confidently answer those questions for every agent, across every surface in
your environment, in real time. If you can answer each question with “yes,” the correct architecture
is in place, and the work ahead is refinement and scaling.

If you answer “no” to any of these questions, your controls were not built for securing Al in the
enterprise. The Al enterprise requires a different architecture with a unified control plane.

Learn how Palo Alto Networks secures the Al enterprise, and register for the webinar.

About Palo Alto Networks

Palo Alto Networks (NASDAQ: PANW), the global Al cybersecurity leader, protects our digital

way of life with a comprehensive portfolio of cybersecurity solutions and platforms across
Network, Cloud, Security Operations, Al, and Identity. Trusted by more than 70,000 customers and
powered by Unit 42° threat intelligence, our Al-driven platforms eliminate complexity, empowering
enterprises to modernize with confidence and securing the speed of innovation. Explore the future
of security at www.paloaltonetworks.com.

6. Palo Alto Networks internal telemetry, NGFW fleet, November 2025-May 2026.
7. State of Al trust in 2026: Shifting to the agentic era, McKinsey, March 25, 2026.
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